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Foreword

ISO (the International Organization for Standardization) and IEC (the

International Electrotechnical Commission) form the specialized system for
worldwide standardization. National bodies that are member of ISO or IEC
participate in the development of International Standards through technical
committees established by the respective organization to deal with
particular fields of technical activity. ISO and IEC technical committees

collaborate in fields of mutual interest. Other international organizations,
governmental and non-governmental, in liaison with ISO and IEC, also take
part in the work.

International Standards are drafted in accordance with the rules given in the
ISO/IEC Directives, Part 3.

In the field of information technology, ISO and IEC have established a joint
technical committee, ISO/IEC JTC 1. Draft International Standards

adopted by the joint technical committee are circulated to national bodies
for voting. Publication as an International Standard requires approval by at
least 75% of the national bodies casting a vote.

International Standard ISO/IEC 9899 was prepared by Joint Technical
Committee ISO/IEC JTC Information technologySubcommittee SC 22,
Programming languages, their environments and system software
interfaces The Working Group responsible for this standard (WG 14)
maintains a site on the World Wide Web at
http://mwww.dkuug.dk/JTC1/SC22/WG14/ containing additional
information relevant to this standard such as a Rationale for many of the
decisions made during its preparation and a log of Defect Reports and
Responses.

This second edition cancels and replaces the first edition,
ISO/IEC 9899:1990, as amended and corrected by
ISO/IEC 9899/COR1:1994, ISO/IEC 9899/AMD1:1995, and
ISO/IEC 9899/COR2:1996. Major changes from the previous edition
include:

— restricted character set support via digraphs aimsb646.h>
(originally specified in AMD1)

— wide character library support irwchar.h> and <wctype.h>
(originally specified in AMD1)

— more precise aliasing rules via effective type
— restricted pointers

— variable-length arrays
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Xii

flexible array members

static  and type qualifiers in parameter array declarators
complex (and imaginary) supportftomplex.h>
type-generic math macros sttgmath.h>

thelong long int type and library functions
increased minimum translation limits

additional floating-point characteristics<4float.h>
removeimplicit int

reliable integer division

universal character names (and\U )

extended identifiers

hexadecimal floating-point constants &taand %Aprintf  /scanf

conversion specifiers
compound literals
designated initializers
/[ comments

extended integer types and library functions<inttypes.h> and

<stdint.h>

removeimplicit function declaration

preprocessor arithmetic doneiimmax_t /uintmax_t

mixed declarations and code

new block scopes for selection and iteration statements
integer constant type rules

integer promotion rules

vararg macros

thevscanf family of functions in<stdio.h>  and<wchar.h>
additional math library functions kmath.h>

floating-point environment access<dfenv.h>

IEC 60559 (also known as IEC 559 or IEEE arithmetic) support
trailing comma allowed ienum declaration

%If conversion specifier allowed printf

Foreword
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— inline functions

— thesnprintf  family of functions in<stdio.h>

— boolean type irstdbool.h>

— idempotent type qualifiers

— empty macro arguments

— new struct type compatibility rules (tag compatibility)
— additional predefined macro names

— _Pragma preprocessing operator

— standard pragmas

— __func_ _ predefined identifier

— VA _COPYmacro

— additionalstrftime  conversion specifiers

— LIA compatibility annex

— deprecateingetc at the beginning of a binary file
— removedeprecation of aliased array parameters

Annexes D and F form a normative part of this standard; annexes A, B, C,
E, G, H, |, J, the bibliography, and the index are for information only. In

accordance with Part 3 of the ISO/IEC Directives, this foreword, the

introduction, notes, footnotes, and examples are for information only.
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Introduction

With the introduction of new devices and extended character sets, new
features may be added to this International Standard. Subclauses in the
language and library clauses warn implementors and programmers of
usages which, though valid in themselves, may conflict with future
additions.

Certain features a@bsolescentwhich means that they may be considered
for withdrawal in future revisions of this International Standard. They are
retained because of their widespread use, but their use in new
implementations (for implementation features) or new programs (for
language [6.11] or library features [7.26]) is discouraged.

This International Standard is divided into four major subdivisions:
— preliminary elements (clauses 1-4);

— the characteristics of environments that translate and execute C
programs (clause 5);

— the language syntax, constraints, and semantics (clause 6);
— the library facilities (clause 7).

Examples are provided to illustrate possible forms of the constructions
described. Footnotes are provided to emphasize consequences of the rules
described in that subclause or elsewhere in this International Standard.
References are used to refer to other related subclauses. Recommendations
are provided to give advice or guidance to implementors. Annexes provide
additional information and summarize the information contained in this
International Standard. A bibliography lists documents that were referred
to during the preparation of the standard.

The language clause (clause 6) is derived from “The C Reference Manual”.
The library clause (clause 7) is based onl®®&4 /usr/group Standard

Xiv Introduction
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Programming languages — C

1. Scope

This International Standard specifies the form and establishes the interpretation of
programs written in the C programming langu&gé.specifies

— the representation of C programs;

— the syntax and constraints of the C language;

— the semantic rules for interpreting C programs;

— the representation of input data to be processed by C programs;

— the representation of output data produced by C programs;

— the restrictions and limits imposed by a conforming implementation of C.
This International Standard does not specify

— the mechanism by which C programs are transformed for use by a data-processing
system;

— the mechanism by which C programs are invoked for use by a data-processing
system;

— the mechanism by which input data are transformed for use by a C program;

— the mechanism by which output data are transformed after being produced by a C
program;

1) This International Standard is designed to promote the portability of C programs among a variety of
data-processing systems. It is intended for use by implementors and programmers.

81 General 1
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— the size or complexity of a program and its data that will exceed the capacity of any
specific data-processing system or the capacity of a particular processor;

— all minimal requirements of a data-processing system that is capable of supporting a
conforming implementation.

2. Normative references

The following normative documents contain provisions which, through reference in this
text, constitute provisions of this International Standard. For dated references,
subsequent amendments to, or revisions of, any of these publications do not apply.
However, parties to agreements based on this International Standard are encouraged to
investigate the possibility of applying the most recent editions of the normative
documents indicated below. For undated references, the latest edition of the normative
document referred to applies. Members of ISO and IEC maintain registers of currently
valid International Standards.

ISO 31-11:1992Quantities and units — Part 11: Mathematical signs and symbols for
use in the physical sciences and technalogy

ISO/IEC 646,Information technology —+SO 7-bit coded character set for information
interchange

ISO/IEC 2382-1:1993Information technology — Vocabulary — Part 1. Fundamental
terms

ISO 4217 Codes for the representation of currencies and funds

ISO 8601, Data elements and interchange formats — Information interchange —
Representation of dates and times

ISO/IEC 10646 (all parts)nformation technology — Universal Multiple-Octet Coded
Character Set (UCS)

IEC 60559:1989Binary floating-point arithmetic for microprocessor systéprgviously
designated IEC 559:1989).

2 General 82
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3. Terms, definitions, and symbols

For the purposes of this International Standard, the following definitions apply. Other
terms are defined where they appeaitatic type or on the left side of a syntax rule.
Terms explicitly defined in this International Standard are not to be presumed to refer
implicitly to similar terms defined elsewhere. Terms not defined in this International
Standard are to be interpreted according to ISO/IEC 2382-1. Mathematical symbols not
defined in this International Standard are to be interpreted according to ISO 31-11.

3.1
access
[éxecution-time actidito read or modify the value of an object

NOTE 1 Where only one of these two actions is meant, “read” or “modify” is used.
NOTE 2 "Modify” includes the case where the new value being stored is the same as the previous value.

NOTE 3 Expressions that are not evaluated do not access objects.

3.2

alignment

requirement that objects of a particular type be located on storage boundaries with
addresses that are particular multiples of a byte address

3.3

argument

actual argument

actual parameter (deprecated)

expression in the comma-separated list bounded by the parentheses in a function call
expression, or a sequence of preprocessing tokens in the comma-separated list bounded
by the parentheses in a function-like macro invocation

3.4
behavior
external appearance or action

34.1
implementation-defined behavior
unspecified behavior where each implementation documents how the choice is made

EXAMPLE An example of implementation-defined behavior is the propagation of the high-order bit
when a signed integer is shifted right.

3.4.2

locale-specific behavior

behavior that depends on local conventions of nationality, culture, and language that each
implementation documents

8§3.4.2 General 3
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EXAMPLE An example of locale-specific behavior is whetherithewer function returns true for
characters other than the 26 lowercase Latin letters.

3.4.3

undefined behavior

behavior, upon use of a nonportable or erroneous program construct or of erroneous data,
for which this International Standard imposes no requirements

NOTE Possible undefined behavior ranges from ignoring the situation completely with unpredictable
results, to behaving during translation or program execution in a documented manner characteristic of the

environment (with or without the issuance of a diagnostic message), to terminating a translation or
execution (with the issuance of a diagnostic message).

EXAMPLE An example of undefined behavior is the behavior on integer overflow.

3.4.4

unspecified behavior

behavior where this International Standard provides two or more possibilities and
imposes no further requirements on which is chosen in any instance

EXAMPLE An example of unspecified behavior is the order in which the arguments to a function are
evaluated.

3.5

bit

unit of data storage in the execution environment large enough to hold an object that may
have one of two values

NOTE It need not be possible to express the address of each individual bit of an object.

3.6

byte

addressable unit of data storage large enough to hold any member of the basic character
set of the execution environment

NOTE 1 Itis possible to express the address of each individual byte of an object uniquely.

NOTE 2 A byte is composed of a contiguous sequence of bits, the number of which is implementation-
defined. The least significant bit is called tbw-order bit the most significant bit is called thegh-order

bit.

3.7

character

[dbstradil member of a set of elements used for the organization, control, or
representation of data

3.7.1

character

single-byte character

[CCbit representation that fits in a byte

4 General 83.7.1
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3.7.2

multibyte character

sequence of one or more bytes representing a member of the extended character set of
either the source or the execution environment

NOTE The extended character set is a superset of the basic character set.

3.7.3

wide character

bit representation that fits in an object of typehar_t , capable of representing any
character in the current locale

3.8

constraint

restriction, either syntactic or semantic, by which the exposition of language elements is
to be interpreted

3.9

correctly rounded result

representation in the result format that is nearest in value, subject to the effective
rounding mode, to what the result would be given unlimited range and precision

3.10

diagnostic message

message belonging to an implementation-defined subset of the implementation’s message
output

3.11

forward reference

reference to a later subclause of this International Standard that contains additional
information relevant to this subclause

3.12

implementation

particular set of software, running in a particular translation environment under particular
control options, that performs translation of programs for, and supports execution of
functions in, a particular execution environment

3.13
implementation limit
restriction imposed upon programs by the implementation

3.14

object

region of data storage in the execution environment, the contents of which can represent
values

§3.14 General 5
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NOTE When referenced, an object may be interpreted as having a particular type; see 6.3.2.1.

3.15

parameter

formal parameter

formal argument (deprecated)

object declared as part of a function declaration or definition that acquires a value on
entry to the function, or an identifier from the comma-separated list bounded by the
parentheses immediately following the macro name in a function-like macro definition

3.16

recommended practice

specification that is strongly recommended as being in keeping with the intent of the
standard, but that may be impractical for some implementations

3.17
value
precise meaning of the contents of an object when interpreted as having a specific type

3.17.1
implementation-defined value
unspecified value where each implementation documents how the choice is made

3.17.2
indeterminate value
either an unspecified value or a trap representation

3.17.3

unspecified value

valid value of the relevant type where this International Standard imposes no
requirements on which value is chosen in any instance

NOTE An unspecified value cannot be a trap representation.

3.18

XO
ceiling of x: the least integer greater than or equat to

EXAMPLE  [2.40js 3,[32. 4jis —2.

3.19

X0
floor of x: the greatest integer less than or equal to

EXAMPLE  [2.40js 2,[32. 47jis -3.
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4. Conformance

In this International Standard, “shall” is to be interpreted as a requirement on an
implementation or on a program; conversely, “shall not” is to be interpreted as a
prohibition.

If a “shall” or “shall not” requirement that appears outside of a constraint is violated, the
behavior is undefined. Undefined behavior is otherwise indicated in this International
Standard by the words “undefined behavior” or by the omission of any explicit definition
of behavior. There is no difference in emphasis among these three; they all describe
“behavior that is undefined”.

A program that is correct in all other aspects, operating on correct data, containing
unspecified behavior shall be a correct program and act in accordance with 5.1.2.3.

The implementation shall not successfully translate a preprocessing translation unit
containing a#error  preprocessing directive unless it is part of a group skipped by
conditional inclusion.

A strictly conforming progranshall use only those features of the language and library
specified in this International Stand&tdlt shall not produce output dependent on any
unspecified, undefined, or implementation-defined behavior, and shall not exceed any
minimum implementation limit.

The two forms otonforming implementatioare hosted and freestanding.cénforming

hosted implementatioshall accept any strictly conforming program. cdnforming
freestanding implementaticghall accept any strictly conforming program that does not
use complex types and in which the use of the features specified in the library clause
(clause 7) is confined to the contents of the standard headkrat.h>
<is0646.h> |, <limits.h> |, <stdarg.h> , <stdbool.h> |, <stddef.h> , and
<stdint.h> . A conforming implementation may have extensions (including additional
library functions), provided they do not alter the behavior of any strictly conforming
program®)

2) A strictly conforming program can use conditional features (such as those in annex F) provided the
use is guarded by#ifdef directive with the appropriate macro. For example:

#ifdef __STDC_IEC_559_ _ /* FE_UPWARD defined */
o
fesetround(FE_UPWARD);
o

#endif

3) This implies that a conforming implementation reserves no identifiers other than those explicitly
reserved in this International Standard.
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A conforming progranis one that is acceptable to a conforming implement&tion.

An implementation shall be accompanied by a document that defines all implementation-
defined and locale-specific characteristics and all extensions.

Forward references: conditional inclusion (6.10.1), error directive (6.10.5),
characteristics of floating typedloat.h> (7.7), alternative spellingsiso646.h>
(7.9), sizes of integer typeslimits.h> (7.10), variable argumentsstdarg.h>
(7.15), boolean type and valuesstdbool.h> (7.16), common definitions
<stddef.h> (7.17), integer typesstdint.h> (7.18).

4) Strictly conforming programs are intended to be maximally portable among conforming
implementations. Conforming programs may depend upon nonportable features of a conforming
implementation.
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5. Environment

An implementation translates C source files and executes C programs in two data-
processing-system environments, which will be calledttéeslation environmenand

the execution environmemt this International Standard. Their characteristics define and
constrain the results of executing conforming C programs constructed according to the
syntactic and semantic rules for conforming implementations.

Forward references: In this clause, only a few of many possible forward references
have been noted.

5.1 Conceptual models
5.1.1 Translation environment
5.1.1.1 Program structure

A C program need not all be translated at the same time. The text of the program is kept
in units calledsource files (or preprocessing filgsin this International Standard. A
source file together with all the headers and source files included via the preprocessing
directive#include is known as g@reprocessing translation uniAfter preprocessing, a
preprocessing translation unit is callettamslation unit Previously translated translation

units may be preserved individually or in libraries. The separate translation units of a
program communicate by (for example) calls to functions whose identifiers have external
linkage, manipulation of objects whose identifiers have external linkage, or manipulation
of data files. Translation units may be separately translated and then later linked to
produce an executable program.

Forward references: linkages of identifiers (6.2.2), external definitions (6.9),
preprocessing directives (6.10).

5.1.1.2 Translation phases

The precedence among the syntax rules of translation is specified by the following
phases)

1. Physical source file multibyte characters are mapped, in an implementation-
defined manner, to the source character set (introducing new-line characters for
end-of-line indicators) if necessary. Trigraph sequences are replaced by
corresponding single-character internal representations.

2. Each instance of a backslash charadtg¢rnrimediately followed by a new-line
character is deleted, splicing physical source lines to form logical source lines.
Only the last backslash on any physical source line shall be eligible for being part

5) Implementations shall behave as if these separate phases occur, even though many are typically folded
together in practice.
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of such a splice. A source file that is not empty shall end in a new-line character,
which shall not be immediately preceded by a backslash character before any such
splicing takes place.

3. The source file is decomposed into preprocessing t8kand sequences of
white-space characters (including comments). A source file shall not end in a
partial preprocessing token or in a partial comment. Each comment is replaced by
one space character. New-line characters are retained. Whether each nonempty
sequence of white-space characters other than new-line is retained or replaced by
one space character is implementation-defined.

4. Preprocessing directives are executed, macro invocations are expanded, and
_Pragma unary operator expressions are executed. If a character sequence that
matches the syntax of a universal character name is produced by token
concatenation (6.10.3.3), the behavior is undefinedinalude preprocessing
directive causes the named header or source file to be processed from phase 1
through phase 4, recursively. All preprocessing directives are then deleted.

5. Each source character set member and escape sequence in character constants and
string literals is converted to the corresponding member of the execution character
set; if there is no corresponding member, it is converted to an implementation-
defined member other than the null (wide) chardéter.

6. Adjacent string literal tokens are concatenated.

7. White-space characters separating tokens are no longer significant. Each
preprocessing token is converted into a token. The resulting tokens are
syntactically and semantically analyzed and translated as a translation unit.

8. All external object and function references are resolved. Library components are
linked to satisfy external references to functions and objects not defined in the
current translation. All such translator output is collected into a program image
which contains information needed for execution in its execution environment.

Forward references: universal character names (6.4.3), lexical elements (6.4),
preprocessing directives (6.10), trigraph sequences (5.2.1.1), external definitions (6.9).

6) As described in 6.4, the process of dividing a source file's characters into preprocessing tokens is
context-dependent. For example, see the handlirgnothin a#include preprocessing directive.

7) An implementation need not convert all non-corresponding source characters to the same execution
character.
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5.1.1.3 Diagnostics

A conforming implementation shall produce at least one diagnostic message (identified in
an implementation-defined manner) if a preprocessing translation unit or translation unit
contains a violation of any syntax rule or constraint, even if the behavior is also explicitly
specified as undefined or implementation-defined. Diagnostic messages need not be
produced in other circumstanc8s.

EXAMPLE Animplementation shall issue a diagnostic for the translation unit:

char i;

int i;
because in those cases where wording in this International Standard describes the behavior for a construct
as being both a constraint error and resulting in undefined behavior, the constraint error shall be diagnosed.

5.1.2 Execution environments

Two execution environments are defindtbestandingand hosted In both cases,
program startup occurs when a designated C function is called by the execution
environment. All objects with static storage duration shalliriigalized (set to their
initial values) before program startup. The manner and timing of such initialization are
otherwise unspecified. Program termination returns control to the execution
environment.

Forward references: storage durations of objects (6.2.4), initialization (6.7.8).
5.1.2.1 Freestanding environment

In a freestanding environment (in which C program execution may take place without any
benefit of an operating system), the name and type of the function called at program
startup are implementation-defined. Any library facilities available to a freestanding
program, other than the minimal set required by clause 4, are implementation-defined.

The effect of program termination in a freestanding environment is implementation-
defined.

5.1.2.2 Hosted environment

A hosted environment need not be provided, but shall conform to the following
specifications if present.

8) The intent is that an implementation should identify the nature of, and where possible localize, each
violation. Of course, an implementation is free to produce any number of diagnostics as long as a
valid program is still correctly translated. It may also successfully translate an invalid program.
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5.1.2.2.1 Program startup

The function called at program startup is nammain . The implementation declares no
prototype for this function. It shall be defined with a return typebf and with no
parameters:

int main(void) { /* e ¥}

or with two parameters (referred to hereaagc andargv , though any names may be
used, as they are local to the function in which they are declared):

int main(int argc, char *argvl[]) { /* o ¥}
or equivalenf) or in some other implementation-defined manner.

If they are declared, the parameters to im@in function shall obey the following
constraints:

— The value ofargc shall be nonnegative.
— argv|argc] shall be a null pointer.

— If the value ofargc is greater than zero, the array membargv[0] through
argv[argc-1] inclusive shall contain pointers to strings, which are given
implementation-defined values by the host environment prior to program startup. The
intent is to supply to the program information determined prior to program startup
from elsewhere in the hosted environment. If the host environment is not capable of
supplying strings with letters in both uppercase and lowercase, the implementation
shall ensure that the strings are received in lowercase.

— If the value ofargc is greater than zero, the string pointed to drgv|[O]
represents thgrogram name argv[0][0] shall be the null character if the
program name is not available from the host environment. If the valaegof is
greater than one, the strings pointed to amgv[l] through argv[argc-1]
represent therogram parameters

— The parameterargc andargv and the strings pointed to by thegv array shall
be modifiable by the program, and retain their last-stored values between program
startup and program termination.

5.1.2.2.2 Program execution

In a hosted environment, a program may use all the functions, macros, type definitions,
and objects described in the library clause (clause 7).

9) Thus,int can be replaced by a typedef name definddtas or the type ofargv can be written as
char ** argv , and so on.
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5.1.2.2.3 Program termination

If the return type of thenain function is a type compatible wiiht , a return from the
initial call to themain function is equivalent to calling thexit function with the value
returned by themain function as its argumen? reaching the} that terminates the
main function returns a value of 0. If the return type is not compatible with, the
termination status returned to the host environment is unspecified.

Forward references: definition of terms (7.1.1), thexit function (7.20.4.3).
5.1.2.3 Program execution

The semantic descriptions in this International Standard describe the behavior of an
abstract machine in which issues of optimization are irrelevant.

Accessing a volatile object, modifying an object, modifying a file, or calling a function
that does any of those operations aresié effectd™) which are changes in the state of

the execution environment. Evaluation of an expression may produce side effects. At
certain specified points in the execution sequence cadl@dence pointall side effects

of previous evaluations shall be complete and no side effects of subsequent evaluations
shall have taken place. (A summary of the sequence points is given in annex C.)

In the abstract machine, all expressions are evaluated as specified by the semantics. An
actual implementation need not evaluate part of an expression if it can deduce that its
value is not used and that no needed side effects are produced (including any caused by
calling a function or accessing a volatile object).

When the processing of the abstract machine is interrupted by receipt of a signal, only the
values of objects as of the previous sequence point may be relied on. Objects that may be
modified between the previous sequence point and the next sequence point need not have
received their correct values yet.

The least requirements on a conforming implementation are:

— At sequence points, volatile objects are stable in the sense that previous accesses are
complete and subsequent accesses have not yet occurred.

10) In accordance with 6.2.4, the lifetimes of objects with automatic storage duration declaad in
will have ended in the former case, even where they would not have in the latter.

11) The IEC 60559 standard for binary floating-point arithmetic requires certain user-accessible status
flags and control modes. Floating-point operations implicitly set the status flags; modes affect result
values of floating-point operations. Implementations that support such floating-point state are
required to regard changes to it as side effects — see annex F for details. The floating-point
environment library<fenv.h> provides a programming facility for indicating when these side
effects matter, freeing the implementations in other cases.

§5.1.2.3 Environment 13
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— At program termination, all data written into files shall be identical to the result that
execution of the program according to the abstract semantics would have produced.

— The input and output dynamics of interactive devices shall take place as specified in
7.19.3. The intent of these requirements is that unbuffered or line-buffered output
appear as soon as possible, to ensure that prompting messages actually appear prior to
a program waiting for input.

What constitutes an interactive device is implementation-defined.

More stringent correspondences between abstract and actual semantics may be defined by
each implementation.

EXAMPLE 1 An implementation might define a one-to-one correspondence between abstract and actual
semantics: at every sequence point, the values of the actual objects would agree with those specified by the
abstract semantics. The keywamlatile would then be redundant.

Alternatively, an implementation might perform various optimizations within each translation unit, such
that the actual semantics would agree with the abstract semantics only when making function calls across
translation unit boundaries. In such an implementation, at the time of each function entry and function
return where the calling function and the called function are in different translation units, the values of all
externally linked objects and of all objects accessible via pointers therein would agree with the abstract
semantics. Furthermore, at the time of each such function entry the values of the parameters of the called
function and of all objects accessible via pointers therein would agree with the abstract semantics. In this
type of implementation, objects referred to by interrupt service routines activateddigrthle function

would require explicit specification ofolatile storage, as well as other implementation-defined
restrictions.

EXAMPLE 2 In executing the fragment

char cl, c2;
B |
cl=cl+c2;

the “integer promotions” require that the abstract machine promote the value of each variablesiae

and then add the twiat s and truncate the sum. Provided the addition ofdaar s can be done without
overflow, or with overflow wrapping silently to produce the correct result, the actual execution need only
produce the same result, possibly omitting the promotions.

EXAMPLE 3 Similarly, in the fragment

float f1, f2;
double d;
*
fl=1f2*d;
the multiplication may be executed using single-precision arithmetic if the implementation can ascertain

that the result would be the same as if it were executed using double-precision arithmetic (for exdmple, if
were replaced by the constan® , which has typeouble ).
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EXAMPLE 4 Implementations employing wide registers have to take care to honor appropriate
semantics. Values are independent of whether they are represented in a register or in memory. For
example, an implicispilling of a register is not permitted to alter the value. Also, an exptimie and load

is required to round to the precision of the storage type. In particular, casts and assignments are required to
perform their specified conversion. For the fragment

double d1, d2;

float f;

di=f= expression

d2 = (float) expressions

the values assigned ¢id andd?2 are required to have been convertefidat

EXAMPLE 5 Rearrangement for floating-point expressions is often restricted because of limitations in
precision as well as range. The implementation cannot generally apply the mathematical associative rules
for addition or multiplication, nor the distributive rule, because of roundoff error, even in the absence of
overflow and underflow. Likewise, implementations cannot generally replace decimal constants in order to
rearrange expressions. In the following fragment, rearrangements suggested by mathematical rules for real
numbers are often not valid (see F.8).

double x, y, z;

* %
X=X*y *z not equivalenttx *= y * z;
z=X-y)+y ;I not equivalentta = x;
Z =X+ X*y; I not equivalentta = x * (1.0 +vy);
y = x/ 5.0; /1 not equivalentty = x * 0.2;
EXAMPLE 6 To illustrate the grouping behavior of expressions, in the following fragment
int a, b;
* %

a=a+ 32760 +b +5;
the expression statement behaves exactly the same as
a = (((a+32760) + b) +5);

due to the associativity and precedence of these operators. Thus, the result of (hie- 82760) is
next added tt, and that result is then addedstevhich results in the value assignedatdOn a machine in
which overflows produce an explicit trap and in which the range of values representablénby &n
[-32768, +32767], the implementation cannot rewrite this expression as

a = ((a+h)+32765);

since if the values foa andb were, respectively, —32754 and -15, the sum b would produce a trap
while the original expression would not; nor can the expression be rewritten either as

((a + 32765) + b);

a
or
a=(a+ (b + 32765);

since the values fa andb might have been, respectively, 4 and -8 or —17 and 12. However, on a machine
in which overflow silently generates some value and where positive and negative overflows cancel, the
above a&pression statement can be rewritten by the implementation in any ofdhe afys because the

same result will occur.
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EXAMPLE 7 The grouping of an expression does not completely determine its evaluation. In the
following fragment

#include <stdio.h>

int sum;

char *p;

* %

sum =sum * 10 - '0' + (*p++ = getchar());

the expression statement is grouped as if it were written as
sum = (((sum * 10) - '0") + ((*(p++)) = (getchar())));

but the actual increment @f can occur at any time between the previous sequence point and the next
sequence point (thg), and the call tgetchar can occur at any point prior to the need of its returned
value.

Forward references: expressions (6.5), type qualifiers (6.7.3), statements (6.8), the
signal function (7.14), files (7.19.3).
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5.2 Environmental considerations
5.2.1 Character sets

Two sets of characters and their associated collating sequences shall be defined: the set in
which source files are written (trls®murce character sgtand the set interpreted in the
execution environment (thexecution character sptEach set is further divided into a

basic character setvhose contents are given by this subclause, and a set of zero or more
locale-specific members (which are not members of the basic character set) called
extended charactersThe combined set is also called tweended character seThe

values of the members of the execution character set are implementation-defined.

In a character constant or string literal, members of the execution character set shall be
represented by corresponding members of the source character set emcape
sequencesonsisting of the backslashfollowed by one or more characters. A byte with

all bits set to O, called thaull character, shall exist in the basic execution character set; it

is used to terminate a character string.

Both the basic source and basic execution character sets shall have the following
members: the 28ppercase lettersf the Latin alphabet

A B CDEF G H I J KL M
N O P Q R S T UV W X Y Z

the 26lowercase lettersf the Latin alphabet

a b c d e f g h i j k I m
n o p qgr s t uv w x y z

the 10 decimadligits
0O 1 2 3 4 5 6 7 8 9
the following 29 graphic characters

L # % & () Y+, -]
< =>2 0 v _ {1}

the space character, and control characters representing horizontal tab, vertical tab, and
form feed. The representation of each member of the source and execution basic
character sets shall fit in a byte. In both the source and execution basic character sets, the
value of each character af@in the alovelist of decimal digits shall be one greater than

the value of the previous. In source files, there shall be some way of indicating the end of
each line of text; this International Standard treats such an end-of-line indicator as if it
were a single new-line character. In the basic execution character set, there shall be
control characters representing alert, backspace, carriage return, and new line. If any
other characters are encountered in a source file (except in an identifier, a character
constant, a string literal, a header name, a comment, or a preprocessing token that is never
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converted to a token), the behavior is undefined.

A letter is an uppercase letter or a lowercase letter as defined above; in this International
Standard the term does not include other characters that are letters in other alphabets.

The universal character name construct provides a way to name other characters.

Forward references: universal character names (6.4.3), character constants (6.4.4.4),
preprocessing directives (6.10), string literals (6.4.5), comments (6.4.9), string (7.1.1).

5.2.1.1 Trigraph sequences

All occurrences in a source file of the following sequences of three characters (called
trigraph sequencé?)) are replaced with the corresponding single character.

27= # 2?) ] 2?21 |
22( [ 27" " 27> )
22/ \ 272< { 27- "~

No other trigraph sequences exist. E&dhat does not begin one of the trigraphs listed
above isnot changed.

EXAMPLE The following source line
printf("Eh???/n");

becomes (after replacement of the trigraph sequepicg
printf("Eh?\n");

5.2.1.2 Multibyte characters

The source character set may contain multibyte characters, used to represent members of
the extended character set. The execution character set may also contain multibyte
characters, which need not have the same encoding as for the source character set. For
both character sets, the following shall hold:

— The basic character set shall be present and each character shall be encoded as a
single byte.

— The presence, meaning, and representation of any additional members is locale-
specific.

— A multibyte character set may have state-dependent encodingvherein each
sequence of multibyte characters begins iniratial shift state and enters other
locale-specificshift stateswhen specific multibyte characters are encountered in the
sequence. While in the initial shift state, all single-byte characters retain their usual
interpretation and do not alter the shift state. The interpretation for subsequent bytes

12) The trigraph sequences enable the input of characters that are not defined in the Invariant Code Set as
described in ISO/IEC 646, which is a subset of the seven-bit US ASCII code set.
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in the sequence is a function of the current shift state.

— A byte with all bits zero shall be interpreted as a null character independent of shift
state.

— A byte with all bits zero shall not occur in the second or subsequent bytes of a
multibyte character.

For source files, the following shall hold:

— An identifier, comment, string literal, character constant, or header name shall begin
and end in the initial shift state.

— An identifier, comment, string literal, character constant, or header name shall consist
of a sequence of valid multibyte characters.

5.2.2 Character display semantics

Theactive positions that location on a display device where the next character output by
thefputc function would appear. The intent of writing a printing character (as defined
by theisprint function) to a display device is to display a graphic representation of
that character at the active position and then advance the active position to the next
position on the current line. The direction of writing is locale-specific. If the active
position is at the final position of a line (if there is one), the behavior of the display device
is unspecified.

Alphabetic escape sequences representing nongraphic characters in the execution
character set are intended to produce actions on display devices as follows:

\a (alert) Produces an audible or visible alert without changing the active position.

\b (backspackMoves the active position to the previous position on the current line. If
the active position is at the initial position of a line, the behavior of the display
device is unspecified.

\f (form feed Moves the active position to the initial position at the start of the next
logical page.

\n (new ling Moves the active position to the initial position of the next line.
\r (carriage returr) Moves the active position to the initial position of the current line.

\t (horizontal ta) Moves the active position to the next horizontal tabulation position
on the current line. If the active position is at or past the last defined horizontal
tabulation position, the behavior of the display device is unspecified.

\v (vertical tah Moves the active position to the initial position of the next vertical
tabulation position. If the active position is at or past the last defined vertical
tabulation position, the behavior of the display device is unspecified.
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Each of these escape sequences shall produce a unique implementation-defined value
which can be stored in a singtear object. The external representations in a text file
need not be identical to the internal representations, and are outside the scope of this
International Standard.

Forward references: theisprint  function (7.4.1.8), thutc function (7.19.7.3).

5.2.3 Signals and interrupts

Functions shall be implemented such that they may be interrupted at any time by a signal,
or may be called by a signal handler, or both, with no alteration to earlier, but still active,
invocations’ control flow (after the interruption), function return values, or objects with
automatic storage duration. All such objects shall be maintained outsidanttteon

image (the instructions that compose the executable representation of a function) on a
per-invocation basis.

5.2.4 Environmental limits

Both the translation and execution environments constrain the implementation of
language translators and libraries. The following summarizes the language-related
environmental limits on a conforming implementation; the library-related limits are
discussed in clause 7.

5.2.4.1 Translation limits

The implementation shall be able to translate and execute at least one program that
contains at least one instance of every one of the following iflits:

— 127 nesting levels of blocks
— 63 nesting levels of conditional inclusion

— 12 pointer, array, and function declarators (in any combinations) modifying an
arithmetic, structure, union, or incomplete type in a declaration

— 63 nesting levels of parenthesized declarators within a full declarator
— 63 nesting levels of parenthesized expressions within a full expression

— 63 significant initial characters in an internal identifier or a macro name (each
universal character name or extended source character is considered a single
character)

— 31 significant initial characters in an external identifier (each universal character name
specifying a short identifier of 0000FFFF or less is considered 6 characters, each
universal character name specifying a short identifier of 00010000 or more is
considered 10 characters, and each extended source character is considered the same

13) Implementations should avoid imposing fixed translation limits whenever possible.
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number of characters as the corresponding universal character name-*f any)
— 4095 external identifiers in one translation unit
— 511 identifiers with block scope declared in one block
— 4095 macro identifiers simultaneously defined in one preprocessing translation unit
— 127 parameters in one function definition
— 127 arguments in one function call
— 127 parameters in one macro definition
— 127 arguments in one macro invocation
— 4095 characters in a logical source line
— 4095 characters in a character string literal or wide string literal (after concatenation)
— 65535 bytes in an object (in a hosted environment only)
— 15 nesting levels fo#tinclude d files

— 1023case labels for aswitch statement (excluding those for any nestedtch
statements)

— 1023 members in a single structure or union

— 1023 enumeration constants in a single enumeration

— 63 levels of nested structure or union definitions in a single struct-declaration-list
5.2.4.2 Numerical limits

An implementation is required to document all the limits specified in this subclause,
which are specified in the headetsnits.h> and<float.h> . Additional limits are
specified incstdint.h>

Forward references: integer typesstdint.h> (7.18).
5.2.4.2.1 Sizes of integer typedimits.h>

The values given below shall be replaced by constant expressions suitable fofifise in
preprocessing directives. Moreover, except @HAR_BIT and MB_LEN_MAXthe
following shall be replaced by expressions that have the same type as would an
expression that is an object of the corresponding type converted according to the integer
promotions. Their implementation-defined values shall be equal or greater in magnitude
(absolute value) to those shown, with the same sign.

14) See “future language directions” (6.11.3).
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number of bits for smallest object that is not a bit-field (byte)
CHAR_BIT 8

minimum value for an object of tymegned char
SCHAR_MIN 127 11 -(2"-1)

maximum value for an object of tygegned char
SCHAR_MAX +127 /I 2"-1

maximum value for an object of typ@signed char
UCHAR_MAX 255 /| 22-1

minimum value for an object of tydhar
CHAR_MIN see below

maximum value for an object of tyglar
CHAR_MAX see below

©ISO/IEC

maximum number of bytes in a multibyte character, for any supported locale

MB_LEN_MAX 1

minimum value for an object of tyhort int
SHRT_MIN -32767 I/ -(2%-1)

maximum value for an object of tygaort int
SHRT_MAX +32767 /| 2¥°-1

maximum value for an object of typasigned short int
USHRT_MAX 65535 // 2%-1

minimum value for an object of typet
INT_MIN -32767 I/ -2 -1)

maximum value for an object of tyja
INT_MAX +32767 /| 2¥°-1

maximum value for an object of typ@signed int
UINT_MAX 65535 /| 2%-1

minimum value for an object of typeng int
LONG_MIN -2147483647 /I  —(2%'-1)

maximum value for an object of typeng int
LONG_MAX +2147483647 /| 2%'-1

maximum value for an object of typmsigned long int
ULONG_MAX 4294967295 /| 2%-1

minimum value for an object of typeng long int
LLONG_MIN -9223372036854775807 // -(2%2-1)

Environment
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— maximum value for an object of tyj@ng long int
LLONG_MAX +9223372036854775807 /| 2%-1

— maximum value for an object of typesigned long long int
ULLONG_MAX 18446744073709551615 // 2°4-1

If the value of an object of typehar is treated as a signed integer when used in an
expression, the value @HAR_MINshall be the same as that ®CHAR_MINand the
value of CHAR_MAXhall be the same as thatSCHAR_MAXOtherwise, the value of
CHAR_MINshall be 0 and the value &HAR_MAXshall be the same as that of
UCHAR_MA¥) The valueUCHAR_MAXhall equal $*R-BIT— 1.

Forward references: representations of types (6.2.6), conditional inclusion (6.10.1).
5.2.4.2.2 Characteristics of floating typesfloat.h>

The characteristics of floating types are defined in terms of a model that describes a
representation of floating-point numbers and values that provide information about an
implementation’s floating-point arithmetl) The following parameters are used to
define the model for each floating-point type:

sign @1)

base or radix of exponent representation (an integer > 1)
exponent (an integer between a minime and a maximune,,,)
p precision (the number of babadigits in the significand)

fi nonnegative integers less tha(the significand digits)

® T W0

A floating-point numbe(Xx) is defined by the following model:
P
x=sb®> fib™*, e, ,<e<eny
k=1

In addition to normalized floating-point numbefs ¥ 0O if x # 0), floating types may be

able to contain other kinds of floating-point numbers, such as subnormal floating-point
numbers X#0, e=¢,, f;=0) and unnormalized floating-point numbers #O0,
e>enn f; =0), and values that are not floating-point humbers, such as infinities and
NaNs. A NaN is an encoding signifying Not-a-Number. @uiet NaN propagates
through almost every arithmetic operation without raising a floating-point exception; a
signaling NaN generally raises a floating-point exception when occurring as an

15) See 6.2.5.

16) The floating-point model is intended to clarify the description of each floating-point characteristic and
does not require the floating-point arithmetic of the implementation to be identical.
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arithmetic operand?

The accuracy of the floating-point operatiofis<(, *, / ) and of the library functions in
<math.h> and <complex.h> that return floating-point results is implementation-
defined. The implementation may state that the accuracy is unknown.

All integer values in thefloat.h> header, excepELT_ROUNDSshall be constant
expressions suitable for use#if preprocessing directives; all floating values shall be
constant expressions. All excdpECIMAL_DIG, FLT_EVAL_METHOPFLT_RADIX,
andFLT_ROUNDShave separate names for all three floating-point types. The floating-
point model representation is provided for all values exeépt EVAL_METHOLRNd
FLT_ROUNDS

The rounding mode for floating-point addition is characterized by the implementation-
defined value oELT_ROUNDS®)

-1 indeterminable
0 toward zero
1 to nearest
2 toward positive infinity
3 toward negative infinity

All other values for FLT_ROUNDScharacterize implementation-defined rounding
behavior.

The values of operations with floating operands and values subject to the usual arithmetic
conversions and of floating constants are evaluated to a format whose range and precision
may be greater than required by the type. The use of evaluation formats is characterized
by the implementation-defined valueRfT _EVAL_METHOD®

-1 indeterminable;
0 evaluate all operations and constants just to the range and precision of the
type;

17) IEC 60559:1989 specifies quiet and signaling NaNs. For implementations that do not support
IEC 60559:1989, the terms quiet NaN and signaling NaN are intended to apply to encodings with
similar behavior.

18) Evaluation of~LT_ROUNDSo orrectly reflects any execution-time change of rounding mode through
the functionfesetround  in <fenv.h>

19) The evaluation method determines evaluation formats of expressions involving all floating types, not
just real types. For example, FLT_EVAL_METHODs 1, then the product of twdloat
_Complex operands is represented in ttmuble _Complex format, and its parts are evaluated to
double .
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1 evaluate operations and constants of tfjpat and double to the
range and precision of thdouble type, evaluatelong double
operations and constants to the range and precision infpeouble
type;

2 evaluate all operations and constants to the range and precision of the
long double  type.

All other negative values fdfLT_EVAL_METHOI2haracterize implementation-defined
behavior.

The values given in the following list shall be replaced by constant expressions with
implementation-defined values that are greater or equal in magnitude (absolute value) to
those shown, with the same sign:

— radix of exponent representatidn,
FLT_RADIX 2

— number of bas&LT_RADIX digits in the floating-point significang,

FLT_MANT _DIG
DBL_MANT_DIG
LDBL_MANT DIG

— number of decimal digitsn, such that any floating-point number in the widest
supported floating type witlp,,., radix b digits can be rounded to a floating-point
number withn decimal digits and back again without change to the value,

O pmaxloglo b if bis a power of 10
B (1 + Prax IOglO b otherwise
DECIMAL_DIG 10

— number of decimal digitg), such that any floating-point number wgtilecimal digits
can be rounded into a floating-point number wothadix b digits and back again
without change to thg decimal digits,

Uplog,,b if bis a power of 10
otip — 1) log, b otherwise
FLT DIG 5
DBL_DIG 10
LDBL_DIG 10
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— minimum negative integer such tH&tT_RADIX raised to one less than that power is
a normalized floating-point numbex;,

FLT_MIN_EXP
DBL_MIN_EXP
LDBL_MIN_EXP

— minimum negative integer such that 10 raised to that power is in the range of
normalized floating-point number%og10 bemin‘lg

FLT_MIN_10_EXP -37
DBL_MIN_10_EXP -37
LDBL_MIN_10_EXP -37

— maximum integer such th&LT_RADIX raised to one less than that power is a
representable finite floating-point numbey,,

FLT_MAX_EXP
DBL_MAX_EXP
LDBL_MAX_EXP

— maximum integer such that 10 raised to that power is in the range of representable
finite floating-point numbersiog,,((1 - b™P)b®*=)

FLT_MAX_10 EXP +37
DBL_MAX_10_EXP +37
LDBL_MAX_10_EXP +37

The values given in the following list shall be replaced by constant expressions with
implementation-defined values that are greater than or equal to those shown:

— maximum representable finite floating-point number BLP)b%max

FLT_MAX 1E+37
DBL_MAX 1E+37
LDBL_MAX 1E+37

The values given in the following list shall be replaced by constant expressions with
implementation-defined (positive) values that are less than or equal to those shown:

— the difference between 1 and the least value greater than 1 that is representable in the
given floating point typeh' P

FLT_EPSILON 1E-5
DBL_EPSILON 1E-9
LDBL_EPSILON 1E-9
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— minimum normalized positive floating-point numbigfin

FLT_MIN 1E-37
DBL_MIN 1E-37
LDBL_MIN 1E-37

Recommended practice

Conversion from (at leasgouble to decimal withDECIMAL_DIG digits and back
should be the identity function.

EXAMPLE 1 The following describes an artificial floating-point representation that meets the minimum
requirements of this International Standard, and the appropriate valuedlaatah> header for type
float

6
x=s16"5 f,16% -31<e<+32
k=1

FLT_RADIX 16
FLT_MANT_DIG 6
FLT_EPSILON 9.53674316E-07F
FLT DIG 6
FLT_MIN_EXP -31
FLT_MIN 2.93873588E-39F
FLT_MIN_10_EXP -38
FLT_MAX_EXP +32
FLT_MAX 3.40282347E+38F
FLT_MAX_10_EXP +38

EXAMPLE 2 The following describes floating-point representations that also meet the requirements for
single-precision and double-precision normalized numbers in IEC 6858 the appropriate values in a
<float.h>  header for typeBioat anddouble :

24
X; =822y f,27% -125<e<+128
k=1

53
Xg =82° 5 f 2% -1021<e<+1024
k=1

FLT_RADIX 2

DECIMAL_DIG 17

FLT_MANT_DIG 24

FLT_EPSILON 1.19209290E-07F // decimal constant
FLT_EPSILON 0X1P-23F // hex constant
FLT_DIG 6

FLT_MIN_EXP -125

FLT_MIN 1.17549435E-38F // decimal constant
FLT_MIN 0X1P-126F // hex constant

20) The floating-point model in that standard sums powebsfiafm zero, so the values of the exponent
limits are one less than shown here.
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FLT_MIN_10_EXP -37
FLT_MAX_EXP +128
FLT_MAX 3.40282347E+38F //
FLT_MAX OX1.fffffeP127F //
FLT_MAX_10_EXP +38
DBL_MANT_DIG 53

DBL_EPSILON 2.2204460492503131E-16 //

DBL_EPSILON
DBL_DIG
DBL_MIN_EXP

0X1P-52 /I

15

-1021

DBL_MIN 2.2250738585072014E-308 //
DBL_MIN 0X1P-1022 //

DBL_MIN_10_EXP
DBL_MAX_EXP

-307
+1024

DBL_MAX 1.7976931348623157E+308 //

DBL_MAX OX1.fffffffffffP1023 //

DBL_MAX_10_EXP

+308

decimal constant
hex constant

decimal constant
hex constant

decimal constant
hex constant

decimal constant
hex constant

©ISO/IEC

If a type wider thandouble were supported, theDECIMAL_DIG would be greater than 17. For

example, if the widest type were to use the minimal-width IEC 60559 double-extended format (64 bits of

precision), thedECIMAL_DIGwould be 21.

Forward references: conditional

<complex.h>  (7.3), floating-point environmenkfenv.h>

<math.h> (7.12).

inclusion

28 Environment

(6.10.1), complex

arithmetic

(7.6), mathematics
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6. Language
6.1 Notation

In the syntax notation used in this clause, syntactic categories (nonterminals) are
indicated byitalic type and literal words and character set members (terminalsyloy

type . A colon () following a nonterminal introduces its definition. Alternative
definitions are listed on separate lines, except when prefaced by the words “one of”. An
optional symbol is indicated by the subscript “opt”, so that

{ expressiopp; }
indicates an optional expression enclosed in braces.

When syntactic categories are referred to in the main text, they are not italicized and
words are separated by spaces instead of hyphens.

A summary of the language syntax is given in annex A.
6.2 Concepts
6.2.1 Scopes of identifiers

An identifier can denote an object; a function; a tag or a member of a structure, union, or
enumeration; a typedef name; a label name; a macro name; or a macro parameter. The
same identifier can denote different entities at different points in the program. A member
of an enumeration is called aenumeration constantMacro names and macro
parameters are not considered further here, because prior to the semantic phase of
program translation any occurrences of macro names in the source file are replaced by the
preprocessing token sequences that constitute their macro definitions.

For each different entity that an identifier designates, the identifisilide (i.e., can be

used) only within a region of program text calledsit®pe Different entities designated

by the same identifier either have different scopes, or are in different name spaces. There
are four kinds of scopes: function, file, block, and function prototype.fu(tion
prototypeis a declaration of a function that declares the types of its parameters.)

A label name is the only kind of identifier that Hasction scope It can be used (in a
goto statement) anywhere in the function in which it appears, and is declared implicitly
by its syntactic appearance (followed by and a statement).

Every other identifier has scope determined by the placement of its declaration (in a
declarator or type specifier). If the declarator or type specifier that declares the identifier
appears outside of any block or list of parameters, the identifiefilbascope which
terminates at the end of the translation unit. If the declarator or type specifier that
declares the identifier appears inside a block or within the list of parameter declarations in
a function definition, the identifier hddock scopewhich terminates at the end of the
associated block. If the declarator or type specifier that declares the identifier appears
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within the list of parameter declarations in a function prototype (not part of a function
definition), the identifier hainction prototype scop@&vhich terminates at the end of the
function declarator. If an identifier designates two different entities in the same name
space, the scopes might overlap. If so, the scope of one entiipr{vescopg will be a

strict subset of the scope of the other entity ¢hter scopg Within the inner scope, the
identifier designates the entity declared in the inner scope; the entity declared in the outer
scope ihidden(and not visible) within the inner scope.

Unless explicitly stated otherwise, where this International Standard uses the term
identifier to refer to some entity (as opposed to the syntactic construct), it refers to the
entity in the relevant name space whose declaration is visible at the point the identifier
occurs.

Two identifiers have theame scopd& and only if their scopes terminate at the same
point.

Structure, union, and enumeration tags have scope that begins just after the appearance of
the tag in a type specifier that declares the tag. Each enumeration constant has scope that
begins just after the appearance of its defining enumerator in an enumerator list. Any
other identifier has scope that begins just after the completion of its declarator.

Forward references: declarations (6.7), function calls (6.5.2.2), function definitions
(6.9.1), identifiers (6.4.2), name spaces of identifiers (6.2.3), macro replacement (6.10.3),
source file inclusion (6.10.2), statements (6.8).

6.2.2 Linkages of identifiers

An identifier declared in different scopes or in the same scope more than once can be
made to refer to the same object or function by a process tiakede®”) There are
three kinds of linkage: external, internal, and none.

In the set of translation units and libraries that constitutes an entire program, each
declaration of a particular identifier wiexternal linkagedenotes the same object or
function. Within one translation unit, each declaration of an identifier inigrnal
linkage denotes the same object or function. Each declaration of an identifienavith
linkagedenotes a unique entity.

If the declaration of a file scope identifier for an object or a function contains the storage-
class specifiestatic , the identifier has internal linkag®.

For an identifier declared with the storage-class speeifirn in a scope in which a

21) There is no linkage between different identifiers.

22) A function declaration can contain the storage-class spesiifigc  only if it is at file scope; see
6.7.1.
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prior declaration of that identifier is visibféif the prior declaration specifies internal or
external linkage, the linkage of the identifier at the later declaration is the same as the
linkage specified at the prior declaration. If no prior declaration is visible, or if the prior
declaration specifies no linkage, then the identifier has external linkage.

If the declaration of an identifier for a function has no storage-class specifier, its linkage
is determined exactly as if it were declared with the storage-class spexiéen . If

the declaration of an identifier for an object has file scope and no storage-class specifier,
its linkage is external.

The following identifiers have no linkage: an identifier declared to be anything other than
an object or a function; an identifier declared to be a function parameter; a block scope
identifier for an object declared without the storage-class speitiem

If, within a translation unit, the same identifier appears with both internal and external
linkage, the behavior is undefined.

Forward references: declarations (6.7), expressions (6.5), external definitions (6.9),
statements (6.8).

6.2.3 Name spaces of identifiers

If more than one declaration of a particular identifier is visible at any point in a
translation unit, the syntactic context disambiguates uses that refer to different entities.
Thus, there are separat@me spacefr various categories of identifiers, as follows:

— label namegdisambiguated by the syntax of the label declaration and use);

— thetagsof structures, unions, and enumerations (disambiguated by followiri§ any
of the keywordstruct , union , or enum);

— the membersof structures or unions; each structure or union has a separate name
space for its members (disambiguated by the type of the expression used to access the
member via the or-> operator);

— all other identifiers, calledrdinary identifiers(declared in ordinary declarators or as
enumeration constants).

Forward references: enumeration specifiers (6.7.2.2), labeled statements (6.8.1),
structure and union specifiers (6.7.2.1), structure and union members (6.5.2.3), tags
(6.7.2.3), thggoto statement (6.8.6.1).

23) As specified in 6.2.1, the later declaration might hide the prior declaration.

24) There is only one name space for tags even though three are possible.
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6.2.4 Storage durations of objects

An object has &torage durationthat determines its lifetime. There are three storage
durations: static, automatic, and allocated. Allocated storage is described in 7.20.3.

The lifetime of an object is the portion of program execution during which storage is
guaranteed to be reserved for it. An object exists, has a constant &dbzessretains

its last-stored value throughout its lifetiff. If an object is referred to outside of its
lifetime, the behavior is undefined. The value of a pointer becomes indeterminate when
the object it points to reaches the end of its lifetime.

An object whose identifier is declared with external or internal linkage, or with the
storage-class specifiatatic =~ has static storage durationlts lifetime is the entire
execution of the program and its stored value is initialized only once, prior to program
startup.

An object whose identifier is declared with no linkage and without the storage-class
specifierstatic  hasautomatic storage duration

For such an object that does not have a variable length array type, its lifetime extends
from entry into the block with which it is associated until execution of that block ends in
any way. (Entering an enclosed block or calling a function suspends, but does not end,
execution of the current block.) If the block is entered recursively, a new instance of the
object is created each time. The initial value of the object is indeterminate. If an
initialization is specified for the object, it is performed each time the declaration is
reached in the execution of the block; otherwise, the value becomes indeterminate each
time the declaration is reached.

For such an object that does have a variable length array type, its lifetime extends from
the declaration of the object until execution of the program leaves the scope of the
declaratior?”) If the scope is entered recursively, a new instance of the object is created
each time. The initial value of the object is indeterminate.

Forward references: statements (6.8), function calls (6.5.2.2), declarators (6.7.5), array
declarators (6.7.5.2), initialization (6.7.8).

25) The term “constant address” means that two pointers to the object constructed at possibly different
times will compare equal. The address may be different during two different executions of the same
program.

26) In the case of a volatile object, the last store need not be explicit in the program.

27) Leaving the innermost block containing the declaration, or jumping to a point in that block or an
embedded block prior to the declaration, leaves the scope of the declaration.
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6.2.5 Types

The meaning of a value stored in an object or returned by a function is determined by the
type of the expression used to access it. (An identifier declared to be an object is the
simplest such expression; the type is specified in the declaration of the identifier.) Types
are partitioned int@bject typegtypes that fully describe objectdynction typegtypes

that describe functions), andcomplete typegtypes that describe objects but lack
information needed to determine their sizes).

An object declared as typ®&ool is large enough to store the values 0 and 1.

An object declared as typghar is large enough to store any member of the basic
execution character set. If a member of the basic execution character set is stored in a
char object, its value is guaranteed to be positive. If any other character is stored in a
char object, the resulting value is implementation-defined but shall be within the range
of values that can be represented in that type.

There are fivestandard signed integer typedesignated asigned char , short

int , int , long int , andlong long int . (These and other types may be
designated in several additional ways, as described in 6.7.2.)) There may also be
implementation-define@xtended signed integer typ® The standard and extended
signed integer types are collectively caltéghed integer typed)

An object declared as tymggned char  occupies the same amount of storage as a
“plain” char object. A “plain” int object has the natural size suggested by the
architecture of the execution environment (large enough to contain any value in the range
INT_MIN to INT_MAXas defined in the headelimits.h> ).

For each of the signed integer types, there is a corresponding (but different) unsigned
integer type (designated with the keywardsigned ) that uses the same amount of
storage (including sign information) and has the same alignment requirements. The type
_Bool and the unsigned integer types that correspond to the standard signed integer
types are thestandard unsigned integer typesThe unsigned integer types that
correspond to the extended signed integer types amexteeded unsigned integer types

The standard and extended unsigned integer types are collectivelyuredigded integer

types®?)

28) Implementation-defined keywords shall have the form of an identifier reserved for any use as
described in 7.1.3.

29) Therefore, any statement in this Standard about signed integer types also applies to the extended
signed integer types.

30) Therefore, any statement in this Standard about unsigned integer types also applies to the extended
unsigned integer types.
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The standard signed integer types and standard unsigned integer types are collectively
called thestandard integer typesthe extended signed integer types and extended
unsigned integer types are collectively calledeakiended integer types

For any two integer types with the same signedness and different integer conversion rank
(see 6.3.1.1), the range of values of the type with smaller integer conversion rank is a
subrange of the values of the other type.

The range of nonnegative values of a signed integer type is a subrange of the
corresponding unsigned integer type, and the representation of the same value in each
type is the sam&) A computation involving unsigned operands can never overflow,
because a result that cannot be represented by the resulting unsigned integer type is
reduced modulo the number that is one greater than the largest value that can be
represented by the resulting type.

There are thregeal floating types designated adloat , double , and long
double .32 The set of values of the tyfiwat is a subset of the set of values of the
typedouble ; the set of values of the typlwuble is a subset of the set of values of the
typelong double

There are threecomplex types designated asfloat _Complex , double
_Complex , andlong double _Complex 33) The real floating and complex types
are collectively called thitoating types

For each floating type there icarresponding real typewhich is always a real floating
type. For real floating types, it is the same type. For complex types, it is the type given
by deleting the keywordComplex from the type name.

Each complex type has the same representation and alignment requirements as an array
type containing exactly two elements of the corresponding real type; the first element is
equal to the real part, and the second element to the imaginary part, of the complex
number.

The typechar , the signed and unsigned integer types, and the floating types are
collectively called théasic typesEven if the implementation defines two or more basic
types to have the same representation, they are nevertheless differef'types.

31) The same representation and alignment requirements are meant to imply interchangeability as
arguments to functions, return values from functions, and members of unions.

32) See “future language directions” (6.11.1).
33) A specification for imaginary types is in informative annex G.

34) An implementation may define new keywords that provide alternative ways to designate a basic (or
any other) type; this does not violate the requirement that all basic types be different.
Implementation-defined keywords shall have the form of an identifier reserved for any use as
described in 7.1.3.
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The three typeshar , signed char , andunsigned char are collectively called
the character types The implementation shall defirhar to have the same range,
representation, and behavior as eitigned char  orunsigned char .3

An enumerationcomprises a set of named integer constant values. Each distinct
enumeration constitutes a differamumerated type

The typechar , the signed and unsigned integer types, and the enumerated types are
collectively callednteger typesThe integer and real floating types are collectively called
real types

Integer and floating types are collectively calledhmetic typesEach arithmetic type
belongs to onéype domainthe real type domaircomprises the real types, themplex
type domaircomprises the complex types.

Thevoid type comprises an empty set of values; it is an incomplete type that cannot be
completed.

Any number ofderived typescan be constructed from the object, function, and
incomplete types, as follows:

— An array typedescribes a contiguously allocated nonempty set of objects with a
particular member object type, called thdement typ€® Array types are
characterized by their element type and by the number of elements in the array. An
array type is said to be derived from its element type, and if its element f/pehis
array type is sometimes called “array©f. The construction of an array type from
an element type is called “array type derivation”.

— A structure typedescribes a sequentially allocated nonempty set of member objects
(and, in certain circumstances, an incomplete array), each of which has an optionally
specified name and possibly distinct type.

— A union typedescribes an overlapping nonempty set of member objects, each of
which has an optionally specified name and possibly distinct type.

— A function typedescribes a function with specified return type. A function type is
characterized by its return type and the number and types of its parameters. A
function type is said to be derived from its return type, and if its return typgetine
function type is sometimes called “function returnimd. The construction of a
function type from a return type is called “function type derivation”.

35) CHAR_MINdefined in<limits.h> , will have one of the values 0 8CHAR_MINand this can be
used to distinguish the two options. Irrespective of the choice rohde, is a separate type from the
other two and is not compatible with either.

36) Since object types do not include incomplete types, an array of incomplete type cannot be constructed.
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— A pointer typemay be derived from a function type, an object type, or an incomplete
type, called thereferenced typeA pointer type describes an object whose value
provides a reference to an entity of the referenced type. A pointer type derived from
the referenced typ& is sometimes called “pointer t&6”. The construction of a
pointer type from a referenced type is called “pointer type derivation”.

These methods of constructing derived types can be applied recursively.

Arithmetic types and pointer types are collectively cakedlar types Array and
structure types are collectively callaggregate types”)

An array type of unknown size is an incomplete type. It is completed, for an identifier of
that type, by specifying the size in a later declaration (with internal or external linkage).
A structure or union type of unknown content (as described in 6.7.2.3) is an incomplete
type. Itis completed, for all declarations of that type, by declaring the same structure or
union tag with its defining content later in the same scope.

Array, function, and pointer types are collectively caliegtived declarator typesA
declarator type derivatiorirom a typeT is the construction of a derived declarator type
from T by the application of an array-type, a function-type, or a pointer-type derivation to
T.

A type is characterized by itgpe categorywhich is either the outermost derivation of a
derived type (as noted abe inthe construction of derived types), or the type itself if the
type consists of no derived types.

Any type so far mentioned is amqualified type Each unqualified type has several
qualified versionf its type3® corresponding to the combinations of one, two, or all
three of theconst , volatile , andrestrict gualifiers. The qualified or unqualified
versions of a type are distinct types that belong to the same type category and have the
same representation and alignment requireni&hta.derived type is not qualified by the
qualifiers (if any) of the type from which it is derived.

A pointer tovoid shall have the same representation and alignment requirements as a
pointer to a character tyg®. Similarly, pointers to qualified or unqualified versions of

compatible types shall have the same representation and alignment requirements. All
pointers to structure types shall have the same representation and alignment requirements
as each other. All pointers to union types shall have the same representation and
alignment requirements as each other. Pointers to other types need not have the same

37) Note that aggregate type does not include union type because an object with union type can only
contain one member at a time.

38) See 6.7.3 regarding qualified array and function types.

39) The same representation and alignment requirements are meant to imply interchangeability as
arguments to functions, return values from functions, and members of unions.
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representation or alignment requirements.

EXAMPLE 1 The type designated adldat* " has type “pointer tofloat ”. Its type category is
pointer, not a floating type. The const-qualified version of this type is designatdéidats “ * const ”
whereas the type designated a&srist float *” is not a qualified type — its type is “pointer to const-
gualifiedfloat ” and is a pointer to a qualified type.

EXAMPLE 2 The type designated astfuct tag (*[5])(float) " has type “array of pointer to
function returningstruct  tag ”. The array has length five and the function has a single parameter of type
float . Its type category is array.

Forward references: compatible type and composite type (6.2.7), declarations (6.7).
6.2.6 Representations of types

6.2.6.1 General

The representations of all types are unspecified except as stated in this subclause.

Except for bit-fields, objects are composed of contiguous sequences of one or more bytes,
the number, order, and encoding of which are either explicitly specified or
implementation-defined.

Values stored in unsigned bit-fields and objects of typsigned char shall be
represented using a pure binary notaffdn.

Values stored in non-bit-field objects of any other object type consisk &I HAR_BIT

bits, wheren is the size of an object of that type, in bytes. The value may be copied into
an object of typeinsigned char [ n] (e.g., bymemcpy); the resulting set of bytes is

called theobject representationf the value. Values stored in bit-fields consistrolits,

wherem is the size specified for the bit-field. The object representation is the set of

bits the bit-field comprises in the addressable storage unit holding it. Two values (other
than NaNs) with the same object representation compare equal, but values that compare
eqgual may have different object representations.

Certain object representations need not represent a value of the object type. If the stored
value of an object has such a representation and is read by an Ivalue expression that does
not have character type, the behavior is undefined. If such a representation is produced
by a side effect that modifies all or any part of the object by an Ivalue expression that
does not have character type, the behavior is undéfthe®lich a representation is called

atrap representation

40) A positional representation for integers that uses the binary digits 0 and 1, in which the values
represented by successive bits are additive, begin with 1, and are multiplied by successive integral
powers of 2, except perhaps the bit with the highest position. (Adapted frohmkbrécan National
Dictionary for Information Processing Systejn#\ byte containlCHAR_BIT bits, and the values of
typeunsigned char  range from 0 t@CHARBIT _ 1

41) Thus, an automatic variable can be initialized to a trap representation without causing undefined
behavior, but the value of the variable cannot be used until a proper value is stored in it.

86.2.6.1 Language 37



ISO/IEC 9899:1999 (E) ©ISO/IEC

When a value is stored in an object of structure or union type, including in a member
object, the bytes of the object representation that correspond to any padding bytes take
unspecified value®) The values of padding bytes shall not affect whether the value of
such an object is a trap representation. Those bits of a structure or union object that are
in the same byte as a bit-field member, but are not part of that member, shall similarly not
affect whether the value of such an object is a trap representation.

When a value is stored in a member of an object of union type, the bytes of the object
representation that do not correspond to that member but do correspond to other members
take unspecified values, but the value of the union object shall not thereby become a trap
representation.

Where an operator is applied to a value that has more than one object representation,
which object representation is used shall not affect the value of the*féswthere a

value is stored in an object using a type that has more than one object representation for
that value, it is unspecified which representation is used, but a trap representation shall
not be generated.

Forward references: declarations (6.7), expressions (6.5), Ivalues, arrays, and function
designators (6.3.2.1).

6.2.6.2 Integer types

For unsigned integer types other thansigned char , the bits of the object
representation shall be divided into two groups: value bits and padding bits (there need
not be any of the latter). If there aM value bits, each bit shall represent a different
power of 2 between 1 and“?Z, so that objects of that type shall be capable of
representing values from 0 td'2 1 using a pure binary representation; this shall be
known as the value representation. The values of any padding bits are unsf8cified.

For signed integer types, the bits of the object representation shall be divided into three
groups: value bits, padding bits, and the sign bit. There need not be any padding bits;
there shall be exactly one sign bit. Each bit that is a value bit shall have the same value as

42) Thus, for example, structure assignment may be implemented element-at-a-timmaemvgjay.

43) It is possible for objects andy with the same effective typeto have the same value when they are
accessed as objects of typebut to have different values in other contexts. In particular=ifis
defined for typeT, thenx == y does not imply thatnemcmp(&x, &y, sizeof (T)) ==
Furthermorex == y does not necessarily imply thatandy have the same value; other operations
on values of typd may distinguish between them.

44) Some combinations of padding bits might generate trap representations, for example, if one padding
bit is a parity bit. Regardless, no arithmetic operation on valid values can generate a trap
representation other than as part of an exceptional condition such as an overflow, and this cannot occur
with unsigned types. All other combinations of padding bits are alternative object representations of
the value specified by the value bits.

38 Language 86.2.6.2



©ISO/IEC ISO/IEC 9899:1999 (E)

the same bit in the object representation of the corresponding unsigned type (if there are
M value bits in the signed type ahdin the unsigned type, theWi < N). If the sign bit

is zero, it shall not affect the resulting value. If the sign bit is one, the value shall be
modified in one of the following ways:

— the corresponding value with sign bit 0 is negaségh(and magnitude
— the sign bit has the valug2™) (two’s complement
— the sign bit has the valug2™ - 1) (one’s complemeit

Which of these applies is implementation-defined, as is whether the value with sign bit 1
and all value bits zero (for the first two), or with sign bit and all value bits 1 (for one’s
complement), is a trap representation or a normal value. In the case of sign and
magnitude and one’s complement, if this representation is a normal value it is called a
negative zero

If the implementation supports negative zeros, they shall be generated only by:
— the&, | ,”, 7, <<, and>> operators with arguments that produce such a value;

— the+, -, *,/, and%operators where one argument is a negative zero and the result is
zero;

— compound assignment operators based on thvealases.

It is unspecified whether these cases actually generate a negative zero or a normal zero,
and whether a negative zero becomes a normal zero when stored in an object.

If the implementation does not support negative zeros, the behavior&f|the, ™, <<,
and>> operators with arguments that would produce such a value is undefined.

The values of any padding bits are unspecffféd. valid (non-trap) object representation
of a signed integer type where the sign bit is zero is a valid object representation of the
corresponding unsigned type, and shall represent the same value.

The precision of an integer type is the number of bits it uses to represent values,
excluding any sign and padding bits. Thadth of an integer type is the same but
including any sign bit; thus for unsigned integer types the two values are the same, while
for signed integer types the width is one greater than the precision.

45) Some combinations of padding bits might generate trap representations, for example, if one padding
bit is a parity bit. Regardless, no arithmetic operation on valid values can generate a trap
representation other than as part of an exceptional condition such as an overflow. All other
combinations of padding bits are alternative object representations of the value specified by the value
bits.
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6.2.7 Compatible type and composite type

Two types havecompatible typeif their types are the same. Additional rules for
determining whether two types are compatible are described in 6.7.2 for type specifiers,
in 6.7.3 for type qualifiers, and in 6.7.5 for declaraf6tsMoreover, two structure,

union, or enumerated types declared in separate translation units are compatible if their
tags and members satisfy the following requirements: If one is declared with a tag, the
other shall be declared with the same tag. If both are completed types, then the following
additional requirements apply: there shall be a one-to-one correspondence between their
members such that each pair of corresponding members are declared with compatible
types, and such that if one member of a corresponding pair is declared with a name, the
other member is declared with the same name. For two structures, corresponding
members shall be declared in the same order. For two structures or unions, corresponding
bit-fields shall have the same widths. For two enumerations, corresponding members
shall have the same values.

All declarations that refer to the same object or function shall have compatible type;
otherwise, the behavior is undefined.

A composite typean be constructed from two types that are compatible; it is a type that
is compatible with both of the two types and satisfies the following conditions:

— If one type is an array of known constant size, the composite type is an array of that
size; otherwise, if one type is a variable length array, the composite type is that type.

— If only one type is a function type with a parameter type list (a function prototype),
the composite type is a function prototype with the parameter type list.

— If both types are function types with parameter type lists, the type of each parameter
in the composite parameter type list is the composite type of the corresponding
parameters.

These rules apply recursively to the types from which the two types are derived.

For an identifier with internal or external linkage declared in a scope in which a prior
declaration of that identifier is visibfé) if the prior declaration specifies internal or
external linkage, the type of the identifier at the later declaration becomes the composite

type.

46) Two types need not be identical to be compatible.

47) As specified in 6.2.1, the later declaration might hide the prior declaration.
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EXAMPLE Given the following two file scope declarations:

int f(int (*)(), double (*)[3]);
int f(int (*)(char *), double (*)[]);

The resulting composite type for the function is:
int f(int (*)(char *), double (*)[3]);

86.2.7 Language
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6.3 Conversions

Several operators convert operand values from one type to another automatically. This
subclause specifies the result required from suadmaplicit conversionas well as those

that result from a cast operation (@xplicit conversioh The list in 6.3.1.8 summarizes

the conversions performed by most ordinary operators; it is supplemented as required by
the discussion of each operator in 6.5.

Conversion of an operand value to a compatible type causes no change to the value or the
representation.

Forward references: cast operators (6.5.4).

6.3.1 Arithmetic operands

6.3.1.1 Boolean, characters, and integers

Every integer type has amteger conversion ranllefined as follows:

— No two signed integer types shall have the same rank, even if they have the same
representation.

— The rank of a signed integer type shall be greater than the rank of any signed integer
type with less precision.

— The rank oflong long int shall be greater than the ranklohg int , which
shall be greater than the rankinf , which shall be greater than the rankshbrt
int , which shall be greater than the ranlsigined char

— The rank of any unsigned integer type shall equal the rank of the corresponding
signed integer type, if any.

— The rank of any standard integer type shall be greater than the rank of any extended
integer type with the same width.

— The rank ofthar shall equal the rank gigned char  andunsigned char
— The rank of Bool shall be less than the rank of all other standard integer types.

— The rank of any enumerated type shall equal the rank of the compatible integer type
(see 6.7.2.2).

— The rank of any extended signed integer type relative to another extended signed
integer type with the same precision is implementation-defined, but still subject to the
other rules for determining the integer conversion rank.

— For all integer typed1, T2, and T3, if T1 has greater rank thai2 and T2 has
greater rank tham3, thenT1 has greater rank thar8.

The following may be used in an expression whereventanor unsigned int may
be used:
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— An object or expression with an integer type whose integer conversion rank is less
than the rank oint andunsigned int

— A bit-field of type_Bool , int , signed int , orunsigned int

If anint can represent all values of the original type, the value is convertedrib an
otherwise, it is converted to aansigned int . These are called thenteger
promotions*® All other types are unchanged by the integer promotions.

The integer promotions preserve value including sign. As discussed earlier, whether a
“plain” char is treated as signed is implementation-defined.

Forward references: enumeration specifiers (6.7.2.2), structure and union specifiers
(6.7.2.1).

6.3.1.2 Boolean type

When any scalar value is converted Bool , the result is O if the value compares equal
to O; otherwise, the result is 1.

6.3.1.3 Signed and unsigned integers

When a value with integer type is converted to another integer type otheBbal, if
the value can be represented by the new type, it is unchanged.

Otherwise, if the new type is unsigned, the value is converted by repeatedly adding or
subtracting one more than the maximum value that can be represented in the new type
until the value is in the range of the new typk.

Otherwise, the new type is signed and the value cannot be represented in it; either the
result is implementation-defined or an implementation-defined signal is raised.

6.3.1.4 Real floating and integer

When a finite value of real floating type is converted to an integer type otheBbah,
the fractional part is discarded (i.e., the value is truncated toward zero). If the value of
the integral part cannot be represented by the integer type, the behavior is urfefined.

When a value of integer type is converted to a real floating type, if the value being
converted can be represented exactly in the new type, it is unchanged. If the value being
converted is in the range of values that can be represented but cannot be represented

48) The integer promotions are applied only: as part of the usual arithmetic conversions, to certain
argument expressions, to the operands of the unaryand™ operators, and to both operands of the
shift operators, as specified by their respective subclauses.

49) The rules describe arithmetic on the mathematical value, not the value of a given type of expression.

50) The remaindering operation performed when a value of integer type is converted to unsigned type
need not be performed when a value of real floating type is converted to unsigned type. Thus, the
range of portable real floating values is (Biype MAX-1).
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exactly, the result is either the nearest higher or nearest lower representable value, chosen
in an implementation-defined manner. If the value being converted is outside the range of
values that can be represented, the behavior is undefined.

6.3.1.5 Real floating types

When afloat is promoted tadouble orlong double , or adouble is promoted
tolong double , its value is unchanged.

When adouble is demoted tdloat , along double is demoted talouble or

float , or a value being represented in greater precision and range than required by its
semantic type (see 6.3.1.8) is explicitly converted to its semantic type, if the value being
converted can be represented exactly in the new type, it is unchanged. If the value being
converted is in the range of values that can be represented but cannot be represented
exactly, the result is either the nearest higher or nearest lower representable value, chosen
in an implementation-defined manner. If the value being converted is outside the range of
values that can be represented, the behavior is undefined.

6.3.1.6 Complex types

When a value of complex type is converted to another complex type, both the real and
imaginary parts follow the conversion rules for the corresponding real types.

6.3.1.7 Real and complex

When a value of real type is converted to a complex type, the real part of the complex
result value is determined by the rules of conversion to the corresponding real type and
the imaginary part of the complex result value is a positive zero or an unsigned zero.

When a value of complex type is converted to a real type, the imaginary part of the
complex value is discarded and the value of the real part is converted according to the
conversion rules for the corresponding real type.

6.3.1.8 Usual arithmetic conversions

Many operators that expect operands of arithmetic type cause conversions and yield result
types in a similar way. The purpose is to determigeramon real typéor the operands

and result. For the specified operands, each operand is converted, without change of type
domain, to a type whose corresponding real type is the common real type. Unless
explicitly stated otherwise, the common real type is also the corresponding real type of
the result, whose type domain is the type domain of the operands if they are the same,
and complex otherwise. This pattern is calledubeal arithmetic conversions

First, if the corresponding real type of either operaridrig double , the other
operand is converted, without change of type domain, to a type whose
corresponding real type lisng double
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Otherwise, if the corresponding real type of either operamniduble , the other
operand is converted, without change of type domain, to a type whose
corresponding real type @®ouble .

Otherwise, if the corresponding real type of either operaritbas , the other
operand is converted, without change of type domain, to a type whose
corresponding real type ftoat 5%

Otherwise, the integer promotions are performed on both operands. Then the
following rules are applied to the promoted operands:

If both operands have the same type, then no further conversion is needed.

Otherwise, if both operands have signed integer types or both have unsigned
integer types, the operand with the type of lesser integer conversion rank is
converted to the type of the operand with greater rank.

Otherwise, if the operand that has unsigned integer type has rank greater or
equal to the rank of the type of the other operand, then the operand with
signed integer type is converted to the type of the operand with unsigned
integer type.

Otherwise, if the type of the operand with signed integer type can represent
all of the values of the type of the operand with unsigned integer type, then
the operand with unsigned integer type is converted to the type of the
operand with signed integer type.

Otherwise, both operands are converted to the unsigned integer type
corresponding to the type of the operand with signed integer type.

2 The values of floating operands and of the results of floating expressions may be
represented in greater precision and range than that required by the type; the types are not
changed thereif)

51) For example, addition of double _Complex and afloat entails just the conversion of the
float operand taouble (and yields alouble _Complex result).

52) The cast and assignment operators are still required to perform their specified conversions as
described in 6.3.1.4 and 6.3.1.5.
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6.3.2 Other operands

6.3.2.1 Lvalues, arrays, and function designators

An lvalueis an expression with an object type or an incomplete type othevaidn®®

if an Ivalue does not designate an object when it is evaluated, the behavior is undefined.
When an object is said to have a particular type, the type is specified by the Ivalue used to
designate the object. modifiable Ivaluds an Ivalue that does not have array type, does
not have an incomplete type, does not have a const-qualified type, and if it is a structure
or union, does not have any member (including, recursively, any member or element of
all contained aggregates or unions) with a const-qualified type.

Except when it is the operand of thigeof operator, the unang& operator, the++
operator, the- operator, or the left operand of theoperator or an assignment operator,

an Ivalue that does not have array type is converted to the value stored in the designated
object (and is no longer an Ivalue). If the Ivalue has qualified type, the value has the
unqualified version of the type of the Ivalue; otherwise, the value has the type of the
Ivalue. If the Ivalue has an incomplete type and does not have array type, the behavior is
undefined.

Except when it is the operand of thigeof operator or the unar§ operator, or is a

string literal used to initialize an array, an expression that has type “arrgypéifis
converted to an expression with type “pointetytpe’ that points to the initial element of

the array object and is not an Ivalue. If the array object has register storage class, the
behavior is undefined.

A function designatoiis an expression that has function type. Except when it is the
operand of thesizeof ~operato?® or the unary& operator, a function designator with
type “function returningtyp€’ is converted to an expression that has type “pointer to
function returningyp€'.

Forward references: address and indirection operators (6.5.3.2), assignment operators
(6.5.16), common definitions<stddef.h> (7.17), initialization (6.7.8), postfix
increment and decrement operators (6.5.2.4), prefix increment and decrement operators
(6.5.3.1), thesizeof operator (6.5.3.4), structure and union members (6.5.2.3).

53) The name “lvalue” comes originally from the assignment expresBibaE2 , in which the left
operancEl is required to be a (modifiable) Ivalue. It is perhaps better considered as representing an
object “locator value”. What is sometimes called “rvalue” is in this International Standard described
as the “value of an expression”.

An obvious example of an Ivalue is an identifier of an object. As a further examplés & unary
expression that is a pointer to an obj&Et,is an lvalue that designates the object to whigwoints.

54) Because this conversion does not occur, the operand aizéhaf operator remains a function
designator and violates the constraint in 6.5.3.4.
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6.3.2.2 void

The (nonexistent) value ofvaid expressioifan expression that has typeid ) shall not

be used in any way, and implicit or explicit conversions (excepbid ) shall not be
applied to such an expression. If an expression of any other type is evaluated as a void
expression, its value or designator is discarded. (A void expression is evaluated for its
side effects.)

6.3.2.3 Pointers

A pointer tovoid may be converted to or from a pointer to any incomplete or object
type. A pointer to any incomplete or object type may be converted to a poiv@adto
and back again; the result shall compare equal to the original pointer.

For any qualifielq, a pointer to a noqualified type may be converted to a pointer to
theg-qualified version of the type; the values stored in the original and converted pointers
shall compare equal.

An integer constant expression with the value 0, or such an expression cast to type
void * , is called anull pointer constan®® If a null pointer constant is converted to a
pointer type, the resulting pointer, calledwl pointer, is guaranteed to compare unequal

to a pointer to any object or function.

Conversion of a null pointer to another pointer type yields a null pointer of that type.
Any two null pointers shall compare equal.

An integer may be converted to any pointer type. Except as previously specified, the
result is implementation-defined, might not be correctly aligned, might not point to an
entity of the referenced type, and might be a trap represent&tion.

Any pointer type may be converted to an integer type. Except as previously specified, the
result is implementation-defined. If the result cannot be represented in the integer type,
the behavior is undefined. The result need not be in the range of values of any integer

type.

A pointer to an object or incomplete type may be converted to a pointer to a different
object or incomplete type. If the resulting pointer is not correctly aljfhdar the

pointed-to type, the behavior is undefined. Otherwise, when converted back again, the
result shall compare equal to the original pointer. When a pointer to an object is

55) The macrdNULL s defined inrcstddef.h>  (and other headers) as a null pointer constant; see 7.17.

56) The mapping functions for converting a pointer to an integer or an integer to a pointer are intended to
be consistent with the addressing structure of the execution environment.

57) In general, the concept “correctly aligned” is transitive: if a pointer to type A is correctly aligned for a
pointer to type B, which in turn is correctly aligned for a pointer to type C, then a pointer to type A is
correctly aligned for a pointer to type C.
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converted to a pointer to a character type, the result points to the lowest addressed byte of
the object. Successive increments of the result, up to the size of the object, yield pointers
to the remaining bytes of the object.

A pointer to a function of one type may be converted to a pointer to a function of another
type and back again; the result shall compare equal to the original pointer. If a converted
pointer is used to call a function whose type is not compatible with the pointed-to type,
the behavior is undefined.

Forward references: cast operators (6.5.4), equality operators (6.5.9), integer types
capable of holding object pointers (7.18.1.4), simple assignment (6.5.16.1).
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6.4 Lexical elements

Syntax
token:
keyword
identifier
constant
string-literal
punctuator

preprocessing-token:
header-name
identifier
pp-number
character-constant
string-literal
punctuator
each non-white-space character that cannot be one of the above

Constraints

Each preprocessing token that is converted to a token shall have the lexical form of a
keyword, an identifier, a constant, a string literal, or a punctuator.

Semantics

A tokenis the minimal lexical element of the language in translation phases 7 and 8. The
categories of tokens are: keywords, identifiers, constants, string literals, and punctuators.
A preprocessing token is the minimal lexical element of the language in translation
phases 3 through 6. The categories of preprocessing tokens are: header names,
identifiers, preprocessing numbers, character constants, string literals, punctuators, and
single non-white-space characters that do not lexically match the other preprocessing
token categorie®® If a' or a" character matches the last category, the behavior is
undefined. Preprocessing tokens can be separatedhlig space this consists of
comments (described later), white-space charactergpace, horizontal tab, new-line,
vertical tab, and form-feed), or both. As described in 6.10, in certain circumstances
during translation phase 4, white space (or the absence thereof) serves as more than
preprocessing token separation. White space may appear within a preprocessing token
only as part of a header name or between the quotation characters in a character constant
or string literal.

58) An additional category, placemarkers, is used internally in translation phase 4 (see 6.10.3.3); it cannot
occur in source files.
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If the input stream has been parsed into preprocessing tokens up to a given character, the
next preprocessing token is the longest sequence of characters that could constitute a
preprocessing token. There is one exception to this rule: a header name preprocessing
token is only recognized within#include preprocessing directive, and within such a
directive, a sequence of characters that could be either a header name or a string literal is
recognized as the former.

EXAMPLE 1 The program fragmerifEx is parsed as a preprocessing number token (one that is not a
valid floating or integer constant token), even though a parse as the pair of preprocessint) ankks

might produce a valid expression (for examplésxfwere a macro defined ad). Similarly, the program

fragmentlE1 is parsed as a preprocessing number (one that is a valid floating constant token), whether or
notE is a macro name.

EXAMPLE 2 The program fragmemtt++++y is parsed ax ++ ++ + y , which violates a constraint on
increment operators, even though the parse + ++y might yield a correct expression.

Forward references: character constants (6.4.4.4), comments (6.4.9), expressions (6.5),
floating constants (6.4.4.2), header names (6.4.7), macro replacement (6.10.3), postfix
increment and decrement operators (6.5.2.4), prefix increment and decrement operators
(6.5.3.1), preprocessing directives (6.10), preprocessing numbers (6.4.8), string literals
(6.4.5).

6.4.1 Keywords

Syntax
keyword: one of

auto enum restrict unsigned
break extern return void
case float short volatile
char for signed while
const goto sizeof _Bool
continue if static _Complex
default inline struct _Imaginary
do int switch
double long typedef
else register union

Semantics

The alove tolens (case sensitive) are reserved (in translation phases 7 and 8) for use as
keywords, and shall not be used otherwise.
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6.4.2 ldentifiers
6.4.2.1 General
Syntax
identifier:
identifier-nondigit
identifier identifier-nondigit
identifier digit
identifier-nondigit:
nondigit
universal-character-name
other implementation-defined characters

nondigit: one of

_~a b c d e f g h i j k I m
n o p g r st uv w X y z
A B C D EF GH I J K L M
N O P Q RS TUV W X Y Z
digit: one of

0O 1 2 3 4 5 6 7 8 9
Semantics

An identifier is a sequence of nondigit characters (including the underscdbe
lowercase and uppercase Latin letters, and other characters) and digits, which designates
one or more entities as described in 6.2.1. Lowercase and uppercase letters are distinct.
There is no specific limit on the maximum length of an identifier.

Each universal character name in an identifier shall designate a character whose encoding
in ISO/IEC 10646 falls into one of the ranges specified in anné® The initial
character shall not be a universal character name designating a digit. An implementation
may allow multibyte characters that are not part of the basic source character set to

appear in identifiers; which characters and their correspondence to universal character
names is implementation-defined.

When preprocessing tokens are converted to tokens during translation phase 7, if a
preprocessing token could be converted to either a keyword or an identifier, it is converted
to a keyword.

59) On systems in which linkers cannot accept extended characters, an encoding of the universal character
name may be used in forming valid external identifiers. For example, some otherwise unused
character or sequence of characters may be used to encode thea universal character name.
Extended characters may produce a long external identifier.
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Implementation limits

As discussed in 5.2.4.1, an implementation may limit the number of significant initial
characters in an identifier; the limit for arternal namdan identifier that has external
linkage) may be more restrictive than that foriaternal name(a macro name or an
identifier that does not have external linkage). The number of significant characters in an
identifier is implementation-defined.

Any identifiers that differ in a significant character are different identifiers. If two
identifiers differ only in nonsignificant characters, the behavior is undefined.

Forward references: universal character names (6.4.3), macro replacement (6.10.3).
6.4.2.2 Predefined identifiers
Semantics

The identifier __func_ _ shall be implicitly declared by the translator as if,
immediately following the opening brace of each function definition, the declaration

static const char __func_ _[] =" function-namég
appeared, whereinction-names the name of the lexically-enclosing functf$h.

This name is encoded as if the implicit declaration had been written in the source
character set and then translated into the execution character set as indicated in translation
phase 5.

EXAMPLE Consider the code fragment:

#include <stdio.h>
void myfunc(void)

{
printf("%s\n", __func_ )

LA
}

Each time the function is called, it will print to the standard output stream:

myfunc

Forward references: function definitions (6.9.1).

60) Since the name _func_ _ is reserved for any use by the implementation (7.1.3), if any other
identifier is explicitly declared using the namefunc_ _, the behavior is undefined.
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6.4.3 Universal character names
Syntax

universal-character-name:
\u hex-quad
\U hex-quad hex-quad

hex-quad:
hexadecimal-digit hexadecimal-digit
hexadecimal-digit hexadecimal-digit

Constraints

A universal character name shall not specify a character whose short identifier is less than
00AO other than 0024$§, 0040 @, or 0060 { ), nor one in the range D800 through
DFFF inclusive®?)

Description

Universal character names may be used in identifiers, character constants, and string
literals to designate characters that are not in the basic character set.

Semantics

The universal character narild nnnnnnnndesignates the character whose eight-digit
short identifier (as specified by ISO/IEC 10646himnnnnrf? Similarly, the universal
character namei nnnndesignates the character whose four-digit short identifienngs
(and whose eight-digit short identifier is OO®@N).

61) The disallowed characters are the characters in the basic character set and the code positions reserved
by ISO/IEC 10646 for control characters, the character DELETE, and the S-zone (reserved for use by
UTF-16).

62) Short identifiers for characters were first specified in ISO/IEC 10646-1/AMD9:1997.
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6.4.4 Constants
Syntax

constant:
integer-constant
floating-constant
enumeration-constant
character-constant

Constraints

The value of a constant shall be in the range of representable values for its type.
Semantics

Each constant has a type, determined by its form and value, as detailed later.
6.4.4.1 Integer constants

Syntax

integer-constant:
decimal-constant integer-suffps
octal-constant integer-sufjx;
hexadecimal-constant integer-suffix

decimal-constant:
nonzero-digit
decimal-constant digit

octal-constant:
0
octal-constant octal-digit

hexadecimal-constant:
hexadecimal-prefix hexadecimal-digit
hexadecimal-constant hexadecimal-digit

hexadecimal-prefix:one of
Ox OX

nonzero-digit: one of
1 2 3 45 6 7 8 9

octal-digit: one of
0O 1 2 3 4 5 6 7
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hexadecimal-digit: one of
0O 1 2 3 45 6 7 8 9
a b c d e f
A B C D E F

integer-suffix:
unsigned-suffix long-suffix
unsigned-suffix long-long-suffix
long-suffix unsigned-suffy
long-long-suffix unsigned-sufjx

unsigned-suffix:one of
u U

long-suffix: one of
I L

long-long-suffix: one of
I LL

Description

An integer constant begins with a digit, but has no period or exponent part. It may have a
prefix that specifies its base and a suffix that specifies its type.

A decimal constant begins with a nonzero digit and consists of a sequence of decimal
digits. An octal constant consists of the pré&figptionally followed by a sequence of the
digits 0 through7 only. A hexadecimal constant consists of the prékxor 0X followed

by a sequence of the decimal digits and the lettds A) throughf (or F) with values

10 through 15 respectively.

Semantics

The value of a decimal constant is computed base 10; that of an octal constant, base 8;
that of a hexadecimal constant, base 16. The lexically first digit is the most significant.

The type of an integer constant is the first of the corresponding list in which its value can
be represented.
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Octal or Hexadecimal

Suffix Decimal Constant Constant
none int int
long int unsigned int
long long int long int
unsigned long int
long long int

unsigned long long int

uoru unsigned int unsigned int
unsigned long int unsigned long int
unsigned long long int  unsigned long long int

| or L long int long int
long long int unsigned long int
long long int

unsigned long long int

Both u or U unsigned long int unsjgned long int
and | or L unsigned long long int  unsigned long long int
I or LL long long int long long int

unsigned long long int

Both u or U unsigned long long int  unsigned long long int
and Il or LL

If an integer constant cannot be represented by any type in its list, it may have an
extended integer type, if the extended integer type can represent its value. If all of the
types in the list for the constant are signed, the extended integer type shall be signed. If
all of the types in the list for the constant are unsigned, the extended integer type shall be
unsigned. If the list contains both signed and unsigned types, the extended integer type
may be signed or unsigned.
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6.4.4.2 Floating constants
Syntax

floating-constant:
decimal-floating-constant
hexadecimal-floating-constant

decimal-floating-constant:
fractional-constant exponent-pggt floating-suffiypt
digit-sequence exponent-part floating-syffix

hexadecimal-floating-constant:
hexadecimal-prefix hexadecimal-fractional-constant
binary-exponent-part floating-suff
hexadecimal-prefix hexadecimal-digit-sequence
binary-exponent-part floating-suffy

fractional-constant:
digit-sequenceg,; . digit-sequence
digit-sequence.

exponent-part:
e sigrppt digit-sequence
E signypt digit-sequence

sign: one of
=+ -

digit-sequence:
digit
digit-sequence digit
hexadecimal-fractional-constant:
hexadecimal-digit-sequengg -
hexadecimal-digit-sequence
hexadecimal-digit-sequence

binary-exponent-part:
p signypt digit-sequence
P signypt digit-sequence
hexadecimal-digit-sequence:

hexadecimal-digit
hexadecimal-digit-sequence hexadecimal-digit

floating-suffix: one of
f I F L
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Description

A floating constant hassagnificand partthat may be followed by agxponent parand a

suffix that specifies its type. The components of the significand part may include a digit
sequence representing the whole-number part, followed by a pepiotbljowed by a

digit sequence representing the fraction part. The components of the exponent part are an
e, E, p, or P followed by an exponent consisting of an optionally signed digit sequence.
Either the whole-number part or the fraction part has to be present; for decimal floating
constants, either the period or the exponent part has to be present.

Semantics

The significand part is interpreted as a (decimal or hexadecimal) rational number; the
digit sequence in the exponent part is interpreted as a decimal integer. For decimal
floating constants, the exponent indicates the power of 10 by which the significand part is
to be scaled. For hexadecimal floating constants, the exponent indicates the power of 2
by which the significand part is to be scaled. For decimal floating constants, and also for
hexadecimal floating constants wHelnT _RADIX is not a power of 2, the result is either

the nearest representable value, or the larger or smaller representable value immediately
adjacent to the nearest representable value, chosen in an implementation-defined manner.
For hexadecimal floating constants whebT_RADIX is a power of 2, the result is
correctly rounded.

An unsuffixed floating constant has tyg@uble . If suffixed by the lettef or F, it has
typefloat . If suffixed by the lettet orL, it has typdong double

Floating constants are converted to internal format as if at translation-time. The
conversion of a floating constant shall not raise an exceptional condition or a floating-
point exception at execution time.

Recommended practice

The implementation should produce a diagnostic message if a hexadecimal constant
cannot be represented exactly in its evaluation format; the implementation should then
proceed with the translation of the program.

The translation-time conversion of floating constants should match the execution-time
conversion of character strings by library functions, sucktidsd , given matching
inputs suitable for both conversions, the same result format, and default execution-time

rounding®®

63) The specification for the library functions recommends more accurate conversion than required for
floating constants (see 7.20.1.3).
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6.4.4.3 Enumeration constants
Syntax

enumeration-constant:

identifier

Semantics
An identifier declared as an enumeration constant hasritype
Forward references: enumeration specifiers (6.7.2.2).
6.4.4.4 Character constants
Syntax

character-constant:
' c-char-sequencé
L' c-char-sequencé

c-char-sequence:
c-char
c-char-sequence c-char

c-char:
any member of the source character set except
the single-quoté, backslash , or new-line character
escape-sequence

escape-sequence:
simple-escape-sequence
octal-escape-sequence
hexadecimal-escape-sequence
universal-character-name

simple-escape-sequencene of
S S AR\
\a \b \f \n \r \t \v

octal-escape-sequence:
\ octal-digit
\ octal-digit octal-digit
\ octal-digit octal-digit octal-digit

hexadecimal-escape-sequence:
\x hexadecimal-digit
hexadecimal-escape-sequence hexadecimal-digit
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Description

An integer character constant is a sequence of one or more multibyte characters enclosed
in single-quotes, as IR . A wide character constant is the same, except prefixed by the
letter L. With a few exceptions detailed later, the elements of the sequence are any
members of the source character set; they are mapped in an implementation-defined
manner to members of the execution character set.

The single-quoté , the double-quote', the question-mark?, the backslash , and
arbitrary integer values are representable according to the following table of escape
sequences:

single quotée \'

double quoté \"

guestion mark \?
backslash \\

octal character \ octal digits

hexadecimal character \x hexadecimal digits

The double-quoté and question-marR are representable either by themselves or by the
escape sequenc®&s and\? , respectively, but the single-quoteand the backslash
shall be represented, respectively, by the escape seqiienaas\\ .

The octal digits that follow the backslash in an octal escape sequence are taken to be part
of the construction of a single character for an integer character constant or of a single
wide character for a wide character constant. The numerical value of the octal integer so
formed specifies the value of the desired character or wide character.

The hexadecimal digits that follow the backslash and the leitea hexadecimal escape
sequence are taken to be part of the construction of a single character for an integer
character constant or of a single wide character for a wide character constant. The
numerical value of the hexadecimal integer so formed specifies the value of the desired
character or wide character.

Each octal or hexadecimal escape sequence is the longest sequence of characters that can
constitute the escape sequence.

In addition, characters not in the basic character set are representable by universal
character names and certain nongraphic characters are representable by escape sequences
consisting of the backslasghfollowed by a lowercase letteya , \b , \f ,\n, \r ,\t ,

and\v .54

64) The semantics of these characters were discussed in 5.2.2. If any other character follows a backslash,
the result is not a token and a diagnostic is required. See “future language directions” (6.11.4).
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Constraints

The value of an octal or hexadecimal escape sequence shall be in the range of
representable values for the typesigned char for an integer character constant, or
the unsigned type correspondingiohar_t for a wide character constant.

Semantics

An integer character constant has tyge . The value of an integer character constant
containing a single character that maps to a single-byte execution character is the
numerical value of the representation of the mapped character interpreted as an integer.
The value of an integer character constant containing more than one character (e.g.,
‘ab' ), or containing a character or escape sequence that does not map to a single-byte
execution character, is implementation-defined. If an integer character constant contains
a single character or escape sequence, its value is the one that results when an object with
typechar whose value is that of the single character or escape sequence is converted to
typeint

A wide character constant has typechar t , an integer type defined in the
<stddef.n>  header. The value of a wide character constant containing a single
multibyte character that maps to a member of the extended execution character set is the
wide character corresponding to that multibyte character, as defined hybtog/c

function, with an implementation-defined current locale. The value of a wide character
constant containing more than one multibyte character, or containing a multibyte
character or escape sequence not represented in the extended execution character set, is
implementation-defined.

EXAMPLE 1 The constructioA0' is commonly used to represent the null character.

EXAMPLE 2 Consider implementations that use two’s-complement representation for integers and eight
bits for objects that have typghar . In an implementation in which typehar has the same range of
values asigned char , the integer character constdmEF'  has the value-1; if type char has the

same range of values assigned char |, the character constalkFF'  has the value255.

EXAMPLE 3 Even if eight bits are used for objects that have tme , the constructiorix123'

specifies an integer character constant containing only one character, since a hexadecimal escape sequence
is terminated only by a non-hexadecimal character. To specify an integer character constant containing the
two characters whose values &rd2' and'3' , the constructiofl0223' may be used, since an octal

escape sequence is terminated after three octal digits. (The value of this two-character integer character
constant is implementation-defined.)

EXAMPLE 4 Even if 12 or more bits are used for objects that have wghwar t , the construction
L\1234'  specifies the implementation-defined value that results from the combination of the values
0123 and'4’

Forward references: common definitionsstddef.h>  (7.17), thembtowc function
(7.20.7.2).
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6.4.5 String literals
Syntax

string-literal:
" s-char-sequeneg "
L" s-char-sequengg; "

s-char-sequence:
s-char
s-char-sequence s-char

s-char:
any member of the source character set except
the double-quoté, backslash , or new-line character
escape-sequence

Description

A character string literalis a sequence of zero or more multibyte characters enclosed in
double-quotes, as itxyz" . A wide string literalis the same, except prefixed by the
letterL.

The same considerations apply to each element of the sequence in a character string
literal or a wide string literal as if it were in an integer character constant or a wide
character constant, except that the single-quagerepresentable either by itself or by the
escape sequente , but the double-quoté shall be represented by the escape sequence

\" .

Semantics

In translation phase 6, the multibyte character sequences specified by any sequence of
adjacent character and wide string literal tokens are concatenated into a single multibyte
character sequence. If any of the tokens are wide string literal tokens, the resulting
multibyte character sequence is treated as a wide string literal; otherwise, it is treated as a
character string literal.

In translation phase 7, a byte or code of value zero is appended to each multibyte
character sequence that results from a string literal or li¥aEhe multibyte character
sequence is then used to initialize an array of static storage duration and length just
sufficient to contain the sequence. For character string literals, the array elements have
type char , and are initialized with the individual bytes of the multibyte character
sequence; for wide string literals, the array elements have wghar t , and are
initialized with the sequence of wide characters corresponding to the multibyte character

65) A character string literal need not be a string (see 7.1.1), because a null character may be embedded in
it by a\0 escape sequence.
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seqguence, as defined by théstowcs function with an implementation-defined current
locale. The value of a string literal containing a multibyte character or escape sequence
not represented in the execution character set is implementation-defined.

It is unspecified whether these arrays are distinct provided their elements have the
appropriate values. If the program attempts to modify such an array, the behavior is
undefined.

EXAMPLE This pair of adjacent character string literals
"\x12" "3"

produces a single character string literal containing the two characters whose vakxd2'are and'3' ,
because escape sequences are converted into single members of the execution character set just prior to
adjacent string literal concatenation.

Forward references: common definitions<stddef.h> (7.17), the mbstowcs
function (7.20.8.1).

6.4.6 Punctuators
Syntax

punctuator: one of

1 ¢y £}y . =

++ - & * + - 7

I % << > < > <= >= == I= "~ | && ||
? D

= *= /= 0= += = <<= >>= &= "= |:

. B OH##

< > <% %> %: %:%:

Semantics

A punctuator is a symbol that has independent syntactic and semantic significance.
Depending on context, it may specify an operation to be performed (which in turn may
yield a value or a function designator, produce a side effect, or some combination thereof)
in which case it is known as aperator (other forms of operator also exist in some
contexts). Aroperandis an entity on which an operator acts.
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In all aspects of the language, the six toR&ns
< > <% %> %: %:%:

behave, respectively, the same as the six tokens
[ 1 { } # ##

except for their spellin§”

Forward references: expressions (6.5), declarations (6.7), preprocessing directives
(6.10), statements (6.8).

6.4.7 Header names
Syntax

header-name:
< h-char-sequence>
" g-char-sequenceé'

h-char-sequence:
h-char
h-char-sequence h-char

h-char:
any member of the source character set except
the new-line character and

g-char-sequence:
g-char
g-char-sequence g-char

g-char:
any member of the source character set except
the new-line character arid

Semantics

The sequences in both forms of header names are mapped in an implementation-defined
manner to headers or external source file names as specified in 6.10.2.

If the characters,\,",// , or/* occur in the sequence between thend> delimiters,
the behavior is undefined. Similarly, if the characters\, // , or /* occur in the

66) These tokens are sometimes called “digraphs”.

67) Thus[ and<: behave differently when “stringized” (see 6.10.3.2), but can otherwise be freely
interchanged.

64 Language 86.4.7



©ISO/IEC ISO/IEC 9899:1999 (E)

sequence between the delimiters, the behavior is undefin®d. A header name
preprocessing token is recognized only with#ireclude  preprocessing directive.
EXAMPLE The following sequence of characters:

0Ox3<l/a.h>1e2
#include <1/a.h>
#define const. member@$

forms the following sequence of preprocessing tokens (with each individual preprocessing token delimited
by a{ on the left and & on the right).

{0x3K<H1K/ HaK. Kh{>H1e2}

{#Hinclude 1} {<1l/a.h> }

{#}{define } {const H. H{member{ @{$}
Forward references: source file inclusion (6.10.2).

6.4.8 Preprocessing numbers

Syntax
pp-number:
digit
digit
pp-number digit
pp-number identifier-nondigit
pp-numbere sign
pp-number E sign
pp-numberp sign
pp-numberP sign
pp-number.
Description

A preprocessing number begins with a digit optionally preceded by a pejiadd may
be followed by valid identifier characters and the character sequefices , E+, E-,
p+, p-, P+ orP-.

Preprocessing number tokens lexically include all floating and integer constant tokens.
Semantics

A preprocessing number does not have type or a value; it acquires both after a successful
conversion (as part of translation phase 7) to a floating constant token or an integer
constant token.

68) Thus, sequences of characters that resemble escape sequences cause undefined behavior.
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6.4.9 Comments

Except within a character constant, a string literal, or a comment, the characters
introduce a comment. The contents of such a comment are examined only to identify
multibyte characters and to find the charactershat terminate i€

Except within a character constant, a string literal, or a comment, the charhcters
introduce a comment that includes all multibyte characters up to, but not including, the
next new-line character. The contents of such a comment are examined only to identify
multibyte characters and to find the terminating new-line character.

EXAMPLE
"allb" I four-character string literal
#include "//e" I undefined behavior
I*l I comment, not syntax error
f = gi*llh; I equivalenttd = g / h;
I\
i(); 1 part of a two-line comment
A
! j0; I part of a two-line comment
#define glue(x,y) x##ty
glue(/,/) k(); I syntax error, not comment
I*I11(); 1 equivalent td();
m = n//**/o
+ p; /I equivalenttan = n + p;
69) Thus/* ... */ comments do not nest.
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6.5 Expressions

An expressions a sequence of operators and operands that specifies computation of a
value, or that designates an object or a function, or that generates side effects, or that
performs a combination thereof.

Between the previous and next sequence point an object shall have its stored value
modified at most once by the evaluation of an expression. Furthermore, the prior value
shall be read only to determine the value to be st®ed.

The grouping of operators and operands is indicated by the €yhtaxcept as specified
later (for the function-call) , && || ,?: , and comma operators), the order of evaluation
of subexpressions and the order in which side effects take place are both unspecified.

Some operators (the unary operdtorand the binary operators<, >>, &, ~, and| ,
collectively described abitwise operators are required to have operands that have
integer type. These operators return values that depend on the internal representations of
integers, and have implementation-defined and undefined aspects for signed types.

If an exceptional conditioroccurs during the evaluation of an expression (that is, if the
result is not mathematically defined or not in the range of representable values for its
type), the behavior is undefined.

Theeffective typef an object for an access to its stored value is the declared type of the
object, if any’® If a value is stored into an object having no declared type through an
Ivalue having a type that is not a character type, then the type of the Ivalue becomes the
effective type of the object for that access and for subsequent accesses that do not modify

70) This paragraph renders undefined statement expressions such as
i = ++i+1;
afi++] =1i;

while allowing
=i+ 1
ali] =1i;

71) The syntax specifies the precedence of operators in the evaluation of an expression, which is the same
as the order of the major subclauses of this subclause, highest precedence first. Thus, for example, the
expressions allowed as the operands of the binaperator (6.5.6) are those expressions defined in
6.5.1 through 6.5.6. The exceptions are cast expressions (6.5.4) as operands of unary operators
(6.5.3), and an operand contained between any of the following pairs of operators: grouping
parenthese§ (6.5.1), subscripting brackefis (6.5.2.1), function-call parenthesgs (6.5.2.2), and
the conditional operatdt: (6.5.15).

Within each major subclause, the operators have the same precedence. Left- or right-associativity is
indicated in each subclause by the syntax for the expressions discussed therein.

72) Allocated objects have no declared type.
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the stored value. If a value is copied into an object having no declared type using
memcpy or memmove or is copied as an array of character type, then the effective type

of the modified object for that access and for subsequent accesses that do not modify the
value is the effective type of the object from which the value is copied, if it has one. For
all other accesses to an object having no declared type, the effective type of the object is
simply the type of the Ivalue used for the access.

An object shall have its stored value accessed only by an Ivalue expression that has one of
the following types™)

— atype compatible with the effective type of the object,
— a qualified version of a type compatible with the effective type of the object,

— a type that is the signed or unsigned type corresponding to the effective type of the
object,

— a type that is the signed or unsigned type corresponding to a qualified version of the
effective type of the object,

— an aggregate or union type that includes one of the aforementioned types among its
members (including, recursively, a member of a subaggregate or contained union), or

— a character type.

A floating expression may kmntracted that is, evaluated as though it were an atomic
operation, thereby omitting rounding errors implied by the source code and the
expression evaluation meth6. The FP_CONTRACPragma inkmath.h> provides a

way to disallow contracted expressions. Otherwise, whether and how expressions are
contracted is implementation-defin€d.

Forward references: theFP_CONTRACPragma (7.12.2), copying functions (7.21.2).

73) The intent of this list is to specify those circumstances in which an object may or may not be aliased.
74) A contracted expression might also omit the raising of floating-point exceptions.

75) This license is specifically intended to allow implementations to exploit fast machine instructions that
combine multiple C operators. As contractions potentially undermine predictability, and can even
decrease accuracy for containing expressions, their use needs to be well-defined and clearly
documented.
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6.5.1 Primary expressions
Syntax

primary-expression:
identifier
constant
string-literal
( expression)

Semantics

An identifier is a primary expression, provided it has been declared as designating an
object (in which case it is an Ivalue) or a function (in which case it is a function
designator)®

A constant is a primary expression. Its type depends on its form and value, as detailed in
6.4.4.

A string literal is a primary expression. Itis an Ivalue with type as detailed in 6.4.5.

A parenthesized expression is a primary expression. lIts type and value are identical to
those of the unparenthesized expression. It is an lvalue, a function designator, or a void
expression if the unparenthesized expression is, respectively, an Ivalue, a function
designator, or a void expression.

Forward references: declarations (6.7).

6.5.2 Postfix operators
Syntax

postfix-expression:
primary-expression
postfix-expressior] expression]
postfix-expression( argument-expression-ligs; )
postfix-expression identifier
postfix-expression> identifier
postfix-expressiont++
postfix-expression-
( type-name) { initializer-list }
( type-name) { initializer-list , }

76) Thus, an undeclared identifier is a violation of the syntax.
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argument-expression-list:
assignment-expression
argument-expression-lisf assignment-expression

6.5.2.1 Array subscripting
Constraints

One of the expressions shall have type “pointer to obypet, the other expression shall
have integer type, and the result has typypé€'.

Semantics

A postfix expression followed by an expression in square brafkets a subscripted
designation of an element of an array object. The definition of the subscript ojperator
is thatE1[E2] is identical to(*((E1)+(E2))) . Because of the conversion rules that
apply to the binary+ operator, ifE1 is an array object (equivalently, a pointer to the
initial element of an array object) ai® is an integerE1[E2] designates th&2-th
element ofE1 (counting from zero).

Successive subscript operators designate an element of a multidimensional array object.
If Eis ann-dimensional arrayn(= 2) with dimensions x j x---xk, thenE (used as

other than an Ivalue) is converted to a pointer to ran 1)-dimensional array with
dimensionsj x - --x k. If the unary* operator is applied to this pointer explicitly, or
implicitly as a result of subscripting, the result is the pointedttol)-dimensional array,

which itself is converted into a pointer if used as other than an Ivalue. It follows from this
that arrays are stored in row-major order (last subscript varies fastest).

EXAMPLE Consider the array object defined by the declaration
int x[3][5];

Herex is a 3x 5 array ofint s; more precisely is an array of three element objects, each of which is an
array of fiveint s. In the expressiox[i] , which is equivalent t¢*((x)+(i))) , X Is first converted to

a pointer to the initial array of fiiat s. Then is adjusted according to the typexgfwhich conceptually
entails multiplyingi by the size of the object to which the pointer points, namely an array ahfiive
objects. The results are added and indirection is applied to yield an array iof fiseWhen used in the
expression[i][j] , that array is in turn converted to a pointer to the first ofirihes, sox][i][j]

yields anint .

Forward references: additive operators (6.5.6), address and indirection operators
(6.5.3.2), array declarators (6.7.5.2).
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6.5.2.2 Function calls
Constraints

The expression that denotes the called fun€fisshall have type pointer to function
returningvoid or returning an object type other than an array type.

If the expression that denotes the called function has a type that includes a prototype, the
number of arguments shall agree with the number of parameters. Each argument shall
have a type such that its value may be assigned to an object with the unqualified version
of the type of its corresponding parameter.

Semantics

A postfix expression followed by parenthegpscontaining a possibly empty, comma-
separated list of expressions is a function call. The postfix expression denotes the called
function. The list of expressions specifies the arguments to the function.

An argument may be an expression of any object type. In preparing for the call to a
function, the arguments are evaluated, and each parameter is assigned the value of the
corresponding argumeff)

If the expression that denotes the called function has type pointer to function returning an
object type, the function call expression has the same type as that object type, and has the
value determined as specified in 6.8.6.4. Otherwise, the function call hagotype If

an attempt is made to modify the result of a function call or to access it after the next
sequence point, the behavior is undefined.

If the expression that denotes the called function has a type that does not include a
prototype, the integer promotions are performed on each argument, and arguments that
have typefloat are promoted tadouble . These are called thdefault argument
promotions If the number of arguments does not equal the number of parameters, the
behavior is undefined. If the function is defined with a type that includes a prototype, and
either the prototype ends with an ellipsis.( ) or the types of the arguments after
promotion are not compatible with the types of the parameters, the behavior is undefined.
If the function is defined with a type that does not include a prototype, and the types of
the arguments after promotion are not compatible with those of the parameters after
promotion, the behavior is undefined, except for the following cases:

77) Most often, this is the result of converting an identifier that is a function designator.

78) A function may change the values of its parameters, but these changes cannot affect the values of the
arguments. On the other hand, it is possible to pass a pointer to an object, and the function may
change the value of the object pointed to. A parameter declared to have array or function type is
converted to a parameter with a pointer type as described in 6.9.1.
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— one promoted type is a signed integer type, the other promoted type is the
corresponding unsigned integer type, and the value is representable in both types;

— both types are pointers to qualified or unqualified versions of a character type or
void .

If the expression that denotes the called function has a type that does include a prototype,
the arguments are implicitly converted, as if by assignment, to the types of the
corresponding parameters, taking the type of each parameter to be the unqualified version
of its declared type. The ellipsis notation in a function prototype declarator causes
argument type conversion to stop after the last declared parameter. The default argument
promotions are performed on trailing arguments.

No other conversions are performed implicitly; in particular, the number and types of
arguments are not compared with those of the parameters in a function definition that
does not include a function prototype declarator.

If the function is defined with a type that is not compatible with the type (of the
expression) pointed to by the expression that denotes the called function, the behavior is
undefined.

The order of evaluation of the function designator, the actual arguments, and
subexpressions within the actual arguments is unspecified, but there is a sequence point
before the actual call.

Recursive function calls shall be permitted, both directly and indirectly through any chain
of other functions.

EXAMPLE In the function call
(*pflf10]) (f20, f3() + f4()

the functiond1 , f2 , f3 , andf4 may be called in any order. All side effects have to be completed before
the function pointed to bgf[f1()] is called.

Forward references: function declarators (including prototypes) (6.7.5.3), function
definitions (6.9.1), theeturn  statement (6.8.6.4), simple assignment (6.5.16.1).

6.5.2.3 Structure and union members
Constraints

The first operand of the operator shall have a qualified or unqualified structure or union
type, and the second operand shall name a member of that type.

The first operand of the> operator shall have type “pointer to qualified or unqualified
structure” or “pointer to qualified or unqualified union”, and the second operand shall
name a member of the type pointed to.
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Semantics

A postfix expression followed by theoperator and an identifier designates a member of

a structure or union object. The value is that of the named member, and is an Ivalue if the
first expression is an Ivalue. If the first expression has qualified type, the result has the
so-qualified version of the type of the designated member.

A postfix expression followed by the operator and an identifier designates a member
of a structure or union object. The value is that of the nhamed member of the object to
which the first expression points, and is an Ivafddf the first expression is a pointer to

a qualified type, the result has the so-qualified version of the type of the designated
member.

One special guarantee is made in order to simplify the use of unions: if a union contains
several structures that share a common initial sequence (see below), and if the union
object currently contains one of these structures, it is permitted to inspect the common
initial part of any of them anywhere that a declaration of the completed type of the union
is visible. Two structures sharecammon initial sequencé corresponding members

have compatible types (and, for bit-fields, the same widths) for a sequence of one or more
initial members.

EXAMPLE 1 If f is a function returning a structure or union, ands a member of that structure or
union,f().x is a valid postfix expression but is not an Ivalue.

EXAMPLE 2 In:

struct s { int i; const int ci; };
struct s s;

const struct s cs;

volatile struct s vs;

the various members have the types:

S.i int

S.Ci const int
cs.i const int
cs.ci  const int
VS.i volatile int

vs.ci  volatile const int

79) If &Eis a valid pointer expression (whefas the “address-of” operator, which generates a pointer to
its operand), the expressi@&E)->MOS is the same a&.MOS
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8 EXAMPLE 3 The following is a valid fragment:

union {
struct {
int alltypes;
}on
struct {
int type;
int intnode;
} ni;
struct {
int type;
double doublenode;
} nf;
Py
u.nf.type = 1;
u.nf.doublenode = 3.14;
* %

if (u.n.alltypes == 1)
if (sin(u.nf.doublenode) == 0.0)
* %

The following is not a valid fragment (because the union type is not visible within fufgtion

struct t1 {int m; };
struct t2 {intm; };
int f(struct t1 * p1, struct t2 * p2)

{
if (p1->m < 0)
p2->m = -p2->m;
return p1->m;
}
int g()
{
union {
struct t1 s1;
struct t2 s2;
Py
roo*
return f(&u.s1, &u.s2);
}

Forward references: address and indirection operators (6.5.3.2), structure and union
specifiers (6.7.2.1).
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6.5.2.4 Postfix increment and decrement operators
Constraints

The operand of the postfix increment or decrement operator shall have qualified or
unqualified real or pointer type and shall be a modifiable Ivalue.

Semantics

The result of the postfix+ operator is the value of the operand. After the result is
obtained, the value of the operand is incremented. (That is, the value 1 of the appropriate
type is added to it.) See the discussions of additive operators and compound assignment
for information on constraints, types, and conversions and the effects of operations on
pointers. The side effect of updating the stored value of the operand shall occur between
the previous and the next sequence point.

The postfix-- operator is analogous to the postfix operator, except that the value of

the operand is decremented (that is, the value 1 of the appropriate type is subtracted from
it).

Forward references: additive operators (6.5.6), compound assignment (6.5.16.2).

6.5.2.5 Compound literals

Constraints

The type name shall specify an object type or an array of unknown size, but not a variable
length array type.

No initializer shall attempt to provide a value for an object not contained within the entire
unnamed object specified by the compound literal.

If the compound literal occurs outside the body of a function, the initializer list shall
consist of constant expressions.

Semantics

A postfix expression that consists of a parenthesized type name followed by a brace-
enclosed list of initializers is @mpound literal It provides an unnamed object whose
value is given by the initializer i€

If the type name specifies an array of unknown size, the size is determined by the
initializer list as specified in 6.7.8, and the type of the compound literal is that of the
completed array type. Otherwise (when the type name specifies an object type), the type
of the compound literal is that specified by the type name. In either case, the result is an
Ivalue.

80) Note that this differs from a cast expression. For example, a cast specifies a conversion to scalar types
orvoid only, and the result of a cast expression is not an lvalue.
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The value of the compound literal is that of an unnamed object initialized by the
initializer list. If the compound literal occurs outside the body of a function, the object
has static storage duration; otherwise, it has automatic storage duration associated with
the enclosing block.

All the semantic rules and constraints for initializer lists in 6.7.8 are applicable to
compound literal§V

String literals, and compound literals with const-qualified types, need not designate
distinct object$?
EXAMPLE 1 The file scope definition

int *p = (int [J{2, 4};

initializes p to point to the first element of an array of two ints, the first having the value two and the
second, four. The expressions in this compound literal are required to be constant. The unnamed object
has static storage duration.

EXAMPLE 2 In contrast, in

void f(void)
{
int *p;
[* X
p = (int[2]){*p};
[* X
}

p is assigned the address of the first element of an array of two ints, the first having the value previously
pointed to byp and the second, zero. The expressions in this compound literal need not be constant. The
unnamed object has automatic storage duration.

EXAMPLE 3 Initializers with designations can be combined with compound literals. Structure objects
created using compound literals can be passed to functions without depending on member order:

drawline((struct point){.x=1, .y=1},
(struct point){.x=3, .y=4});

Or, if drawline  instead expected pointersstuct point

drawline(&(struct point){.x=1, .y=1},
&(struct point){.x=3, .y=4});

EXAMPLE 4 A read-only compound literal can be specified through constructions like:
(const float []){1e0, lel, 1e2, 1e3, le4, 1e5, 1e6}

81) For example, subobjects without explicit initializers are initialized to zero.

82) This allows implementations to share storage for string literals and constant compound literals with
the same or overlapping representations.
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EXAMPLE 5 The following three expressions have different meanings:

"ftmp/file XXXXXX"
(char [P{"/tmp/file XXXXXX"}
(const char [J){"/tmp/file XXXXXX"}

The first always has static storage duration and has type archgrof but need not be modifiable; the last
two have automatic storage duration when they occur within the body of a function, and the first of these
two is modifiable.

EXAMPLE 6 Like string literals, const-qualified compound literals can be placed into read-only memory
and can even be shared. For example,

(const char []){"abc"} == "abc"
might yield 1 if the literals’ storage is shared.

EXAMPLE 7 Since compound literals are unnamed, a single compound literal cannot specify a circularly
linked object. For example, there is no way to write a self-referential compound literal that could be used
as the function argument in place of the named objediess zeros  below:

struct int_list { int car; struct int_list *cdr; };
struct int_list endless_zeros = {0, &endless_zeros};
eval(endless_zeros);

EXAMPLE 8 Each compound literal creates only a single object in a given scope:

struct s {inti; };

int f (void)
{
struct s *p = 0, *q;
intj=0;
again:
q=p, p = &(struct s){j++});
if (j < 2) goto again;
return p == q && g->i == 1;
}

The functionf() always returns the value 1.

Note that if an iteration statement were used instead of an exgimit and a labeled statement, the
lifetime of the unnamed object would be the body of the loop only, and on entry next time pnoanttl
have an indeterminate value, which would result in undefined behavior.

Forward references: type names (6.7.6), initialization (6.7.8).
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6.5.3 Unary operators
Syntax

unary-expression:
postfix-expression
++ unary-expression
-~ unary-expression
unary-operator cast-expression
sizeof  unary-expression
sizeof ( type-name)

unary-operator: one of
& * + - 7
6.5.3.1 Prefix increment and decrement operators
Constraints

The operand of the prefix increment or decrement operator shall have qualified or
unqualified real or pointer type and shall be a modifiable Ivalue.

Semantics

The value of the operand of the prefix operator is incremented. The result is the new
value of the operand after incrementation. The expressiéns equivalent tdE+=1) .

See the discussions of additive operators and compound assignment for information on
constraints, types, side effects, and conversions and the effects of operations on pointers.

The prefix-- operator is analogous to the prefix operator, except that the value of the
operand is decremented.

Forward references: additive operators (6.5.6), compound assignment (6.5.16.2).
6.5.3.2 Address and indirection operators
Constraints

The operand of the una&operator shall be either a function designator, the result of a
[ or unary* operator, or an Ivalue that designates an object that is not a bit-field and is
not declared with theegister  storage-class specifier.

The operand of the unatyoperator shall have pointer type.
Semantics

The unary& operator returns the address of its operand. If the operand hastypeé “

the result has type “pointer typ€’. If the operand is the result of a unaryoperator,
neither that operator nor th& operator is evaluated and the result is as if both were
omitted, except that the constraints on the operators still apply and the result is not an
Ivalue. Similarly, if the operand is the result of] a operator, neither th& operator nor

78 Language 86.5.3.2



©ISO/IEC ISO/IEC 9899:1999 (E)

the unary* that is implied by thg] is evaluated and the result is as if ta@perator
were removed and tHg operator were changed toraoperator. Otherwise, the result is
a pointer to the object or function designated by its operand.

The unary* operator denotes indirection. If the operand points to a function, the result is
a function designator; if it points to an object, the result is an Ivalue designating the
object. If the operand has type “pointer typ€’, the result has type typ€. If an

invalid value has been assigned to the pointer, the behavior of the *urmgugrator is
undefined®

Forward references: storage-class specifiers (6.7.1), structure and union specifiers
(6.7.2.1).

6.5.3.3 Unary arithmetic operators
Constraints

The operand of the unatsyor - operator shall have arithmetic type; of theperator,
integer type; of thé operator, scalar type.

Semantics

The result of the unary operator is the value of its (promoted) operand. The integer
promotions are performed on the operand, and the result has the promoted type.

The result of the unary operator is the negative of its (promoted) operand. The integer
promotions are performed on the operand, and the result has the promoted type.

The result of thé operator is the bitwise complement of its (promoted) operand (that is,
each bit in the result is set if and only if the corresponding bit in the converted operand is
not set). The integer promotions are performed on the operand, and the result has the
promoted type. If the promoted type is an unsigned type, the expré&sisrequivalent

to the maximum value representable in that type nitus

The result of the logical negation operators O if the value of its operand compares
unequal to 0, 1 if the value of its operand compares equal to 0. The result hias type
The expressiotE is equivalent t0==E) .

83) Thus,&*E is equivalent tcE (even ifE is a null pointer), an&(E1[E2]) to ((E1)+(E2)) .Itis
always true that i is a function designator or an Ivalue that is a valid operand of the &nary
operator*&E is a function designator or an Ivalue equaktdf *P is an lvalue and is the name of
an object pointer typé&(T)P is an Ivalue that has a type compatible with that to whipbints.

Among the invalid values for dereferencing a pointer by the uhasgerator are a null pointer, an
address inappropriately aligned for the type of object pointed to, and the address of an object after the
end of its lifetime.
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6.5.3.4 Thesizeof operator
Constraints

Thesizeof operator shall not be applied to an expression that has function type or an
incomplete type, to the parenthesized name of such a type, or to an expression that
designates a bit-field member.

Semantics

The sizeof  operator yields the size (in bytes) of its operand, which may be an
expression or the parenthesized name of a type. The size is determined from the type of
the operand. The result is an integer. If the type of the operand is a variable length array
type, the operand is evaluated; otherwise, the operand is not evaluated and the result is an
integer constant.

When applied to an operand that has tiper , unsigned char , orsigned char

(or a qualified version thereof) the result is 1. When applied to an operand that has array
type, the result is the total number of bytes in the &Yayvhen applied to an operand

that has structure or union type, the result is the total number of bytes in such an object,
including internal and trailing padding.

The value of the result is implementation-defined, and its type (an unsigned integer type)
issize_t ,defined incstddef.h>  (and other headers).

EXAMPLE 1 A principal use of theizeof operator is in communication with routines such as storage
allocators and 1/0O systems. A storage-allocation function might accept a size (in bytes) of an object to
allocate and return a pointervoid . For example:

extern void *alloc(size_t);
double *dp = alloc(sizeof *dp);

The implementation of thalloc function should ensure that its return value is aligned suitably for
conversion to a pointer tiouble .

EXAMPLE 2 Another use of theizeof operator is to compute the number of elements in an array:
sizeof array / sizeof array[0]

EXAMPLE 3 In this example, the size of a variable-length array is computed and returned from a
function:

#include <stddef.h>
size_t fsize3(int n)

char b[n+3]; 1l variable length array
return sizeof b; I execution timeizeof

84) When applied to a parameter declared to have array or function tygeebe operator yields the
size of the adjusted (pointer) type (see 6.9.1).
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int main()

{
size_t size;
size = fsize3(10); // fsize3 returns 13
return O;

}

Forward references: common definitions<stddef.h> (7.17), declarations (6.7),
structure and union specifiers (6.7.2.1), type names (6.7.6), array declarators (6.7.5.2).

6.5.4 Cast operators
Syntax

cast-expression:
unary-expression
( type-name) cast-expression

Constraints

Unless the type name specifies a void type, the type name shall specify qualified or
unqualified scalar type and the operand shall have scalar type.

Conversions that involve pointers, other than where permitted by the constraints of
6.5.16.1, shall be specified by means of an explicit cast.

Semantics

Preceding an expression by a parenthesized type name converts the value of the
expression to the named type. This construction is caltEbt?® A cast that specifies
no conversion has no effect on the type or value of an expréSkion.

Forward references: equality operators (6.5.9), function declarators (including
prototypes) (6.7.5.3), simple assignment (6.5.16.1), type names (6.7.6).

85) A cast does not yield an Ivalue. Thus, a cast to a qualified type has the same effect as a cast to the
unqualified version of the type.

86) If the value of the expression is represented with greater precision or range than required by the type
named by the cast (6.3.1.8), then the cast specifies a conversion even if the type of the expression is
the same as the named type.
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6.5.5 Multiplicative operators
Syntax

multiplicative-expression:
cast-expression
multiplicative-expressiort cast-expression
multiplicative-expression’ cast-expression
multiplicative-expressiorfo cast-expression

Constraints

Each of the operands shall have arithmetic type. The operands %fagherator shall
have integer type.

Semantics
The usual arithmetic conversions are performed on the operands.
The result of the binary operator is the product of the operands.

The result of thé operator is the quotient from the division of the first operand by the
second; the result of tHéoperator is the remainder. In both operations, if the value of
the second operand is zero, the behavior is undefined.

When integers are divided, the result of theperator is the algebraic quotient with any
fractional part discardetl) If the quotienta/b is representable, the expression
(a/b)*b + a%b shall equah.

6.5.6 Additive operators
Syntax

additive-expression:
multiplicative-expression
additive-expressiont+ multiplicative-expression
additive-expression  multiplicative-expression

Constraints

For addition, either both operands shall have arithmetic type, or one operand shall be a
pointer to an object type and the other shall have integer type. (Incrementing is
equivalent to adding 1.)

For subtraction, one of the following shall hold:

87) This is often called “truncation toward zero”.
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— both operands have arithmetic type;

— both operands are pointers to qualified or unqualified versions of compatible object
types; or

— the left operand is a pointer to an object type and the right operand has integer type.
(Decrementing is equivalent to subtracting 1.)
Semantics

If both operands have arithmetic type, the usual arithmetic conversions are performed on
them.

The result of the binary operator is the sum of the operands.

The result of the binary operator is the difference resulting from the subtraction of the
second operand from the first.

For the purposes of these operators, a pointer to a nonarray object behaves the same as a
pointer to the first element of an array of length one with the type of the object as its
element type.

When an expression that has integer type is added to or subtracted from a pointer, the
result has the type of the pointer operand. If the pointer operand points to an element of
an array object, and the array is large enough, the result points to an element offset from
the original element such that the difference of the subscripts of the resulting and original
array elements equals the integer expression. In other words, if the expRegsiats to

the i-th element of an array object, the expressid